
Abstract-  We propose a methodology to automatically generate
plans for a robot excavator like a bucket loader or a backhoe. The
task is formulated as one of constrained optimization in anaction
space that is spanned by the parameters of a prototypical digging
plan. We show how geometric and force constraints are  imposed
on the action space to build the set of feasible plans, and discuss
methods to optimize a cost function within this set.  We  discuss
recent simulation results that demonstrate this method in action.

I. INTRODUCTION

Although excavation is ubiquitous in the construction indus-
try, most day-to-day operations proceed on technology that is
30-40 years old— technology that has not kept pace with other
industries. It is estimated that a fully automated excavating
machine performing at 25% the efficiency of an expert operator
would be commercially feasible. Even without the commercial
incentive, automated earth moving machines are needed in
worksites that are hazardous to humans. The most immediate
application of autonomous excavation is to cleanup operations
at sites where toxic and nuclear wastes have been stored. Many
cleanup efforts are progressing slowly because they expose
human workers to substantial risk. Another application is exca-
vation on the Moon and Mars. NASA studies conclude that
excavation will be one of the first activities necessary to estab-
lish planetary habitats [1]. Since manned operation in space is
extremely expensive, it is envisaged that robots will do much
of the work necessary before habitats are fully established.

The excavation task is stated as follows.Given an autono-
mous excavating robot, a sensor that can determine the shape
of the terrain and a goal configuration of the terrain, produce
and execute a sequence of robot actions to reach the goal con-
figuration without violating specified constraints, in a reason-
able number of steps.

More informally, we would like a robot excavator that is able
to excavate a volume of soil according to a specification. Exca-
vation tasks range from loading from a pile of soil, to cutting a
geometrically described volume of earth as is required in the
digging of a trench or a foundation footing.

An analysis of excavation reveals interesting aspects that
distinguish it from other tasks. In particular, the task is charac-
terized by two properties. First, since soil is deformable, a com-
plete state space description of terrain to be excavated is
extremely high dimensional. Even an approximation such as a
voxel representation of a volume of soil (where each voxel is
occupied or empty), leads to a very large number of stable
states of the terrain. Second, the mechanics of soil motion and
its interaction with tools are very hard to describe analytically.
For a particular action, say for example, “move the cutting sur-
face forward along angle,α, with maximum forcef”, and a

description of the terrain, it is not usually possible to accurately
describe the effect of the action on the terrain. This is chiefly
because the response of soils varies immensely. Shear strength
of soil not only depends on its physical and chemical makeup,
but also factors such as the compaction that it has experienced
in the past. Soil mechanics have only been analyzed in con-
trolled settings and there is to date no unifying theory that
relates actions to the resulting terrain states.

Given these characteristics, excavation is not easily formu-
lated in terms of traditional control or planning methods. The
task is not so much aregulation or a tracking problem, but
rather one ofoptimization, since in general, we would like to
minimize the number of steps to perform the task. Further, both
traditional optimization methods and search techniques require
consideration of a state space, which is intractable because of
its size. Instead we might explore the operator space of the
robot. That is, we could look at the space of all possible digs
that the robot can execute and choose one that meets specified
criteria. Since there are an infinite number of trajectories that
the robot might execute at every dig, we might restrict our
attention to a subset of digging trajectories described by a small
number of discretized variables. Though more limited than a
state space, this representation is more amenable for our pur-
poses. In this document we show how the reduced operator
space of the robot that we callaction space, can be constructed
and used to generate plans for robot excavators.

Let us assume that an autonomous excavating robot is
equipped with a perception system that provides information
about the state of the terrain to be excavated and a digging
implement (like a shovel) that can be made to follow a pre-
scribed trajectory. The one-dig problem may be formulated as
follows: Sense the terrain. Of all possible digs, consider a sub-
set that the robot can feasibly perform and out of those, choose
one that satisfies a bound on a cost criterion. Execute the dig.
Complete excavation is accomplished by concatenating a
sequence of such plans.

To start, let us develop the notion of an action space. We will
consider digging actions that are parameterized by one or more
variables. The values that these variables can attain define a
multi-dimensional space of possible actions. For example, con-
sider the space formed by the variables that describe the dig
shown in Fig. 1. That is, all digs considered are described by an
approach angle (α), a height at which a shovel enters the pile
(h), and a dig distance (d). Since this parameterization might
not specify a unique dig if the terrain is undulating, for the sake
of this example, we will choose the dig that is closest to the foot
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of the pile.

Fig. 1. A prototypical dig.

In the above example, we have a three dimensional action
space (α, d, h) that represents the set of all digs under consid-
eration, independent of the terrain and the excavator. Certain
digs are excluded because they are not feasible. For example, a
dig may not be feasible if the excavator is required to reach out-
side its workspace, or, if the force required to make a particular
dig is greater than that the excavator can develop, or, if the dig
intrudes past specified geometric boundaries. Among the set
that satisfies all the constraints, it remains to find one dig that
satisfies a threshold on a cost function, for example, the amount
of soil excavated. Fig. 2 shows the action space spanned by the
variables (α, d, h) and a hypothetical surface that constrains the
set of feasible digs for a particular excavating robot and a par-
ticular terrain. Here, the constrained volume lies below the sur-
face.  Note that the constraint surface changes as the excavation
proceeds. In general, the constrained volume need not be a sin-
gle, connected space, though this is the case in our example.

Fig. 2. A three variable action space.

If the action space is small it may be possible to enumerate
all the options by discretizing the space. Otherwise, as is often
the case for describing realistic digs, a numerical method is
necessary. Since there is no guarantee of a unique extremum in
the cost function, a method likesimulated annealing can be
used optimize the cost function. Each point in the action space
can be classified as:infeasible, due to the constraints posed by
the world,feasible but suboptimal, or, optimal, that is satisfy-
ing a threshold of the cost criterion. Once the optimization pro-
cedure has selected a dig, it can be mapped back to the joints of
the excavator.

There are two advantages of formulating the problem such
that the action space is independent of the configuration of the
digging machine. First, it provides generality. Consideration of
a variety of machines and terrains results in different constraint
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surfaces on the parameter space, but the space itself does not
change. Second, digs parameterized as a combination of task
variables are easier to analyze than those that are represented as
trajectories in the joint space of the robot actuator.It is not sur-
prising that the one-step plan suffers from problems common
to “greedy” methods— it selects the dig that optimizes the cost
function at the next step only, and in general, will generate a
sequence that is suboptimal. Nevertheless, at least for low
dimensional plans, preliminary experiments have shown a
greedy method to provide acceptable results. For higher dimen-
sional plans, it may be necessary to use heuristics or augmented
cost functions to have the local plans approximate global plans.

II. RELATION TO OTHERWORK

A.  Automated Excavation

 Previous research into robotic excavation can be classified
into three categories. First, there has been some interest in
remote controlled excavators for construction and hazardous
waste site remediation [2][3][4]. The aim of this work is to
remove the operator from the immediate workspace. All
motions of the excavator, however, must be orchestrated by an
operator who uses a master manipulator to instruct the excava-
tor, typically by looking at a video monitor. The second cate-
gory consists of work on geometric planning for robotic
excavation. A few researchers have planned gross specifica-
tions of digging. This type of planning abstracts the world into
a geometric basis and does not take into account considerations
of mass, force or any soil properties. The entire excavation task
is segmented into a sequence of geometrical shapes before
excavation begins. A lower level “tactical” scheme that plans
and reacts at a finer grain, is assumed [5][6][7]. A novel exca-
vation scheme that used a high pressure air knife was shown to
automatically uncover buried pipes without contact with the
environment [8]. The third category consists of work on con-
trolling an excavator mechanism along a prespecified trajec-
tory [9][10][11]. Bullock’s work used force sensors to
determine whether torque limits were being violated during
excavation. Upon reaching a torque limit, the bucket withdrew
by a preset distance and tried to dig again. In a similar manner,
Vaha simulated the use of an estimate of cutting resistance and
force sensors, to alter the path the bucket if the cutting resis-
tance was greater than expected. In contrast, the  proposed
approach makes explicit consideration of soil properties, exca-
vator capabilities and task specifications.

B.  Planning

The approach discussed in the previous section is similar in
concept to work by several researchers in domains ranging
from path planning to grasp planning. These researchers have
made use ofconfiguration and or operation spaces as tools to
help in constructing robot plans. A configuration space (c-
space) is a space spanned by the variables that uniquely
describe the geometric configuration of an object being manip-
ulated. In path planning applications, the robot itself is being
manipulated and hence the dimensions of the c-space are the
joint variables that uniquely describe the configuration of the
robot. The c-space is divided into admissable and inadmissable
regions based on an analysis of all possible configurations that



the robot may attain. Inadmissable regions (c-space “obsta-
cles”) correspond to impossible configurations such as inter-
penetration of the robot and objects in the environment. Now,
the start and goal configurations can be specified as points in
the c-space and the navigation task is reduced to finding a path
between these points while avoiding the c-space obstacles.
Other researchers have extended these ideas to produce plans
that transform the world from a start state to a goal state [12].
Here a point in the c-space describes a configuration of the
world rather than the robot. A path between two points in c-
space can be found as before, only the path represents  move-
ment of the various parts of the world towards their final desti-
nation and thus provides a prescription for a robot.

There are two main stumbling blocks in using c-space meth-
ods. The first arises from the complexity of c-space obstacles.
C-space obstacles are hard to describe analytically even in
three dimensions. For low dimensions (fewer than 5), it is trac-
table to build a volumetric (as opposed to exact) model of the
c-space obstacles, before the planning starts. The c-space is
divided into voxels that are either occupied or free, and, the
solution now proceeds by finding a path from start to goal [13].
For higher dimensions, it is hopeless to attempt a volumetric
representation because of the very large number of cells in the
space. One solution is to skip the step of computing the c-space
obstacles before the fact, and, proceed with navigation in the c-
space using a goodcollision-checker[14] that keeps the gradi-
ent descent from running into obstacles.

The second stumbling block is that unless a globally exhaus-
tive method is used, the search follows the local gradient and is
not guaranteed to find the best path or to even get to the goal.
A serious problem with gradient descent methods is that they
are prone to getting stuck in local extremas. In the excavation
domain, this would mean that the excavator had created a state
from which it could not be able to readily proceed towards the
goal without putting some soil back. Fortunately, this is a rare
occurrence for most excavation tasks. The more common prob-
lem corresponds to moving along one side of a ridge in c-space,
along which the rate of travel is slow. The smart thing to do
would be to cross the ridge and proceed at a much faster rate,
but this is not possible by gradient descent methods.

The main problem in using c-space methods for excavation
is that the necessary representation would be so large that it
would be intractable. This is because the c-space would neces-
sarily have to encode all possible states of the terrain. Since soil
is deformable, we would need a very large number of variables
to represent the state of the terrain, in contrast to rigid bodies
that can be represented uniquely by a few parameters.

Some researchers have used anoperation space, an aug-
mented c-space that includes essential action variables that
uniquely specify task execution [15]. For example, in the
squeeze grasping domain where the robot is trying to grasp an
object, the position and orientation of the object forms the c-
space, while the operation space additionally includes separate
dimensions for control variables likepushing direction. Con-
struction of  such a space allows the identification of actions
that are guaranteed to succeed.

Since it is not tractable to represent the state of the terrain

explicitly for the excavation task, we propose to formulate the
task in anaction space that is spanned only by the variables
required to parameterize the task. The state of the terrain is
implicit in this space; it is reflected by the imposed constraints.
Instead of finding a trajectory in a high dimensional c-space,
we will now look for a single point that optimizes a cost crite-
rion in a lower dimensional action space. The cost of this sim-
plification is that the selected point in the action space specifies
only one dig and at most we can be sure that we have picked
the best dig on aper dig basis but not necessarily the one that
will provide the most gain over the entire task. Neither can we
be certain that the search will escape local extrema. Hence,
although we have avoided the issue of a very large search space
with complex obstacles to avoid, the second issue of search
remains.

III. THE APPROACH

In order to provide an intuitive understanding of the pro-
posed approach, let us consider an extended example in a two-
dimensional world. Fig. 3 Fig. 3 shows a terrain that must be
excavated and Fig. 4 shows the conventional version of a
mechanism that is to be used.

Fig. 3. The terrain to be excavated.

Fig. 4. Mechanism to be used for excavation. From [16].

This sort of device is commonly called a “bucket loader” or
a “front-end loader” and can be automated. The loader is to
completely excavate the pile, without intruding below the sur-
face of the ground. In this example, we will show how geomet-
ric and force constraints are imposed on the action space (α, d,
h) from Fig. 2. Force constraints are refined through force feed-
back data obtained during experimentation. The constrained
volume is then searched to select a dig that maximizes the
amount of soil obtained. Finally, the selected dig is executed
using control scheme that ensures robust excavation.

A.  Geometric Constraints

Let us consider three types of geometric constraints that can
be imposed on the action space:reachability, volumeand shap-
ing.



Reachability Constraint: This constraint separates the
action space into digs that are kinematically feasible and those
that are not. We will model the excavator  as a P-R-R manipu-
lator shown in Fig. 5.

Fig. 5. Kinematic model of excavator in Fig. 4.

Given a candidate dig, that is a trajectory for the bucket tip
to follow, a standard inverse kinematics method is used to find
the corresponding joint displacements (d1, θ2, θ3). A candidate
dig may fail this constraint if it is required that the excavator
reach outside its workspace (exceeds joint limits) or if in the
course of the dig, one or more of the links are required to inter-
penetrate the terrain. The composite constraint surface due to
the terrain in Fig. 3 and the excavator in Fig. 4, is shown in Fig.
6. The surface represents the boundary between the reachable
and nonreachable digs— all points below the surface represent
digs that meet the reachability constraint.

Fig. 6. The reachability constraint.

Volume Constraint: Since the excavator bucket can only
hold a volume Vmax, then an (α, d, h) triplet should not exca-
vate more than this amount of soil. This gives us a further basis
on which we can limit the set of feasible digs. This constraint
is shown in Fig. 7.

Shaping Constraint: This constraint is given by the goal
state of the terrain. In general this may be an arbitrary, stable,
geometric specification of the earth. For our example, we will
limit digs so that they do not intrude below the surface of the
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ground. The resulting constraint surface is shown in Fig. 8.

Fig. 7. The volume constraint.

Fig. 8. The shaping constraint.

B.  Force Constraints

If we assume that the robot excavator is infinitely strong—
that it can muster any torque required, then the type of con-
straints discussed above are sufficient. More realistically, for
robots with torque limits, we must consider the forces required
to accomplish digging. Pushing on a section of soil results in
failure along an internal rupture surface, also known as afail-
ure surface. The force necessary to perform a particular dig is
therefore partly dependent on the force necessary to fail the soil
along the rupture surface, or, in other words to overcome the
shear strength of the soil along that surface.

Calculation of cutting resistance forces is not simple to esti-
mate, because in general, the failure plane inside the soil is
unknown. There is some research on the operation of earth-
moving machinery [17][18] that explicitly addresses the issue
of estimating forces necessary to overcome the shear strength
of soil. Unfortunately, this work is mostly stated in empirical
terms for specific types of machines. There is little attempt to
work from first principles that use measures of well known soil
properties. There has also been some work  in the field of agri-
cultural engineering that is directed at producing estimates of
cutting resistance for tilling implements [19][20] using well
understood physical principles. Unfortunately, the motions of
the cutting surfaces analyzed for tilling are different enough
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from those common in excavation, that a carryover of these for-
mulations to the excavation domain is not immediately evident.

There are, however, some interesting ideas that can be
gleaned from the tillage research. For example, McKyes claims
that since an excavator bucket has side walls that cause soil to
move inside the bucket, a two dimensional analysis can be used
to estimate the cutting resistance. This is a useful insight since
three dimensional analysis of a blade moving through soil is
significantly more complex.

In lieu of a readily available model of soil-tool interaction,
we will resort to a simple model that relies on well known prin-
ciples in soil mechanics, so as to obtain order of magnitude
estimates of cutting resistance. For our three parameter digs
operating in dry uncompacted soil, there are two kinds of inter-
actions between the bucket and the soil. The first is during the
insertion phase, when the bucket edge is driven straight along
the approach angle, into the soil. The maximum resistance
experienced, till the bucket fills up, is at the deepest point of
this phase. In the next phase, the bucket is lifted straight up. We
might approximate the shear surface as being along the direc-
tion that edge of the bucket is going to lift through (Fig. 9).

Fig. 9. Shear surface during digging.

In the second phase, the maximum resistance is encountered
just as the blade starts to move up through the soil. At this point
the force necessary to move the bucket is the sum of force nec-
essary to overcome the weight of the soil in the bucket and the
force necessary to fail the soil along the predicted shear sur-
face. All (α, d, h) triplets for which the force required is greater
than the maximum force available, will be ruled inadmissable.
The force,F, necessary to excavate is given by:

wherev is the volume of soil excavated,γ is the density of soil,
fs is the shear force necessary to fail the soil.fs is given by

whereτ is the shear strength of the soil andA is the area of the
failure plane- a product of the length of the failure plane and the
width of the bucket. Since this is a two-dimensional analysis,
the bucket will have unit width.

The basis of soil mechanical strength is ascribed to Coulomb
(1776) who noted that there appeared to be two mechanical
processes which determine the ultimate shearing strength of a
material. One process (friction), he noted, is proportional to the
pressure acting perpendicularly on the shearing surface. The
other process (cohesion) seemed to be independent of normal
pressure. The shear strength of a soil,τ, is therefore modeled as

Weight of Soil

Shear
Surface

Excavator
Bucket

F vγ fs+= (1)

fs τ A⋅= (2)

a sum of these two components:

wherec is the cohesion,σ is the normal pressure acting on
the internal shear surface1 and tanφ is the coefficient of sliding
friction. φ is also called the angle of internal friction and is
directly visible as the angle of repose of a pile of dry, uncom-
pacted granular material like sand and sugar.

So far, in this section we have said that if the soil properties
(density, angle of internal friction, cohesion) are known, it is
possible to get order of magnitude estimates of the resistance
force encountered for the type of digging motions that have
been proposed. The action space can now be further con-
strained based on whether or not it is possible for the robot to
generate the required forces for perform a candidate dig. Lets
say that the excavator in Fig. 4 can develop a maximum of 1000
units of force at the end effector. Also, lets assume that the soil
properties areγ = 20, φ = 30, c = 5. The constraint surface due
to force limitation, given the terrain of Fig. 3, can be seen in
Fig. 10.

Fig. 10 The force constraint.

C.  Search for an “Optimal” Dig

Fig. 11 shows the intersection all the constraints (geometric
and force) discussed above.

Fig. 11. Intersection  of geometric and force constraints.

1σ is directly proportional to the depth that at which

the shear strength is computed.

τ c σ φtan+= (3)
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It remains now to search this space for a point that optimizes
a cost function— at least up to an acceptable threshold of the
maximum expected. We might note some properties of this
optimization problem:

• the search space is large. If we discretize each dimen-
sion of the space into 30 intervals along each axis, this
constitutes 27,000 separate candidate points.

• the constraints are non-linear and may be discontinu-
ous.

• there are many local extrema in the space. Fig. 12
shows a contour plot of the objective function at the
surface of the composite constraints in Fig. 11.

Fig. 12. Contour plot of the objective function.

Previously, we have suggested asimulated annealing
method to search the constrained volume [21]. Simulated
annealing may be thought of as a gradient descent scheme that
has a stochastic element to it. The descent starts off with a lot
of randomness.  That is, initially the search jumps quite often
to points even if they don’t improve the objective function. As
the search progresses, the randomness decreases with the
“cooling rate”, a parameter that is set before the search begins.
With proper adjustment of the cooling rate, the search will not
get trapped in local extremas, and will find its way to the global
extremum. Unfortunately, simulated annealing is guaranteed to
converge to the global extremum in infinite time only, so it
must be augmented in practice. In specific, we have used the
following:

• several  trials are made, starting from randomly
selected points in the constrained volume.

• as the method progresses, the point that achieves the
best objective is saved. Any finite length run will
almost certainly not stop at the global extremum, since
it cannot be a priori distinguished as the global extre-
mum.

• a gradient descent is performed from the “best” point,
until a constraint surface is reached.

It was noticed that if both the constraints and the cost func-
tion grow monotonically with one of the dimensions of the
action space, it is worth reducing the dimensionality of the
space, by that dimension. For example, for digging plans
parameterized as above, both the force required and the objec-
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tive function grow monotonically along thed (digging dis-
tance) axis. Hence, for this particular parameterization, we can
simply search in a two dimensional space of α andh. Every
point in this space will implicitly include ad which is simply
the furthest distance that one can dig, given a candidate (α, h)
pair.

 The advantage of this insight is that the simulated annealing
method is faster by roughly a factor of three for our example.
The space, however, is now small enough that it is possible to
consider exhaustive search. It should be noted that this reduc-
tion of dimensionality is fortunate, since it is not always possi-
ble.

D.  How good is the planning?

The method described above seeks the parameters of a dig
that would optimize the payload at every dig. Attention to only
local optimality, however, can cause problems in the long run.
The configuration of the terrain shown in Fig. 13 illustrates this
problem. Here, the excavator cannot fill its bucket because a
small pile keeps it from getting close enough. A robot  using the
optimization scheme discussed above will continue to dig from
the larger pile until the volume it can excavate is less than that
it can obtain from the smaller pile. Such a scheme is bound to
suffer in terms of overall efficiency. What we really want is to
select actions that maximize the expected gain over a number
of digs (ideally up to the end of the task) because some actions
may produce low gain in the short term but are necessary to set
the stage for greater gain in the future.

Fig. 13. An undesirable intermediate configuration.

Somewhat surprisingly, the local plans produced by the pro-
posed method have shown quite good results. In simulation we
have obtained over 90% efficiency, for the loading task that has
been described above. That is, on the average, the excavator is
able to fill its bucket to over 90% of its capacity. A close exam-
ination of the proposed method provides some clues as to why
the efficiency is as high as we have seen. Configurations as the
one shown in Fig. 13 are common as the excavator progresses
in removing the soil from the pile. However, for the link dimen-
sions and the joint limits of the excavators we have experi-
mented with, the kinematic constraints reduce the action space
such that before long the small pile is the only feasible dig
remaining.

Some caveats are in order. The simulation we have used does
not model uncertainty in actuation. That is, the optimal dig
selected is carried out perfectly, and the amount of soil obtained
is exactly as expected. Secondly, so far we have only experi-
mented with the three dimensional action space discussed



above. Extension to high dimensional plans may not produce as
good results.

We have tried to further improve performance by using heu-
ristics to improve one-step plans. One method is to disallow
from the action space, a volume that corresponds to digs that
will produce troublesome configurations of the terrain. How-
ever, there are no easy means of rejecting a candidate point on
this basis other than by simulating soil displacement and set-
tling. Addition of this type of constraint in the proposed opti-
mization scheme is computationally prohibitive since many
thousands of points must be analyzed during each search. A
second type of heuristic is the specification of a geometric dig-
ging pattern that directs where the excavator should dig. Such
a heuristic does reduce the instances of the problem described
above, but, is not able to do any better in overall efficiency
because it unwittingly constrains the excavator from choosing
digs that might obtain more soil. Experimentation has shown
that it is very hard to a priori select a heuristic that has only pos-
itive effects.

IV. SIMULATION RESULTS

The approach described in the previous section has been
implemented in simulation. First, we will discuss the soil
model used in simulation and then present results for the front
loader mechanism discussed above.

A.  Simulation of Soil Displacement

We have used a simulated world in which a variety of differ-
ent terrains and soil types can be modeled. As mentioned
before, soil behavior is complex enough that there is no hope of
finding a closed form solution that describes the effect of dig-
ging. The only dynamic displacement models available are in
the form of finite element models [22]. Unfortunately, these are
very slow and not very easy to implement. We have used a sim-
ple settlement model suggested by Homma et al [23]. A similar
soil model for non-cohesive soil is also proposed in [24]. In
Homma’s model, the 2-D world is tessellated into cells which
are “occupied” to denote the existence of soil at that particular
location. When some of the soil is removed, as after a dig has
been performed, simple heuristics are used to calculate the new
stable state of the soil. These heuristics are shown in Fig. 14.

Fig. 14. Heuristic soil model.

A deterministic rule is used for all soil moves except for the
situation shown in Fig. 14 (d) where the soil moves to either of
the two cells with equal probability. During simulation, a move
is considered for every cell that is occupied. This process is
iterated until no movement is possible, at which point a stable
state has been reached.

B.  Simulation Results for Loading

Fig. 15 shows an example of excavation using a loader under
simulation. The task is to excavate 500 units of soil without

(a) (b) (c) (d)

intruding below the surface of the ground. The excavator can
hold a maximum of 48 units of soil at a time. Skeleton links of
the excavator are shown in the process of digging.

Fig. 15. Simulated progression of a loading task using the mechanism shown
in Fig. 4.

To obtain statistical measures of performance, the same load-
ing task was simulated in 20 runs, each of which required the
excavator to remove 1500 units of soil starting from a ran-
domly generated configuration of the terrain. An exhaustive
search of the action space was used to determine the best dig
at every step. The graph in Fig. 16 shows a distribution of the



payload obtained over all 20 runs for three different force con-
straints. That is, the maximum force the excavator can develop
at the end effector was set at 1000, 1500, and 2000. Average
efficiency for these three cases was 58.42%, 78.63% and
91.65% respectively.

Fig. 16. Distribution of payload obtained over 20 runs using the mechanism
shown in Fig. 3 for three different force constraints.

V. Summary

Some comments about the proposed approach are in order.
The approach is based on a traditional sense-plan-act cycle.
Once a plan is made, it is executed open loop using position
control. In the future, we will examine methods alter the path
of the shovel based on the difference between expected and
measured resistance forces encountered. The planning method
requires prior parameterization of a task to reduce consider-
ation of candidate plans to a manageable set. Such an abstrac-
tion provides an increase in efficiency since it keeps us from
having to consider the infinite set of all possible paths that the
excavator bucket might travel through. Generally, one looks for
a minimal parameterization to span a set of plans sufficient to
accomplish the task, and, selection of a good parameterization
is achieved by insight into the task. Planning is dependant on
successful modeling of the interaction between the soil and the
tool. While such a scheme is harder to program (mainly
because of difficulties in modeling and calibration) than a more
reactive scheme, it is easier to analyze and generalize. We sug-
gest that such a systematic method is useful because it allows
researchers to learn about the problem— to distinguish
between significant and negligible effects. Hence the approach
is not only a means to a solution for robotic excavation, but also
a means of analysis and learning about how to represent the
task.
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