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Abstract

Reliably detecting and diagnosing faults is very impor-
tant for autonomous systems. The problem is made dif-
ficult due to the large number of faults that can occur
and the fact that most faults cannot be observed directly,
but must be inferred from noisy sensor readings. Proba-
bilistic models, such as Partially Observable Markov De-
cision Processes (POMDPs), are a natural representation
for tracking the state of a stochastic system. To be useful
for fault diagnosis, however, these models must be able to
perform in real time and should be able to account for both
anticipated and unanticipated faults. This paper presents
some of our ongoing work in using POMDPs and parti-
cle filters for modeling and tracking faults in autonomous
systems. We demonstrate how these methods can be used
to detect, diagnose, and recover from faults, operating in
real time on-board mobile robots.

1 Introduction

Mobile robots that operate autonomously in real world en-
vironments for extended periods of time must be able to
detect failures. If a failure is not detected, it may result in
the robot acting in an unpredictable and even dangerous
way. Particularly in environments where interactions with
humans are involved, it is essential to detect faults. More-
over, detecting failure is a pre-requisite for automatic re-
covery.

Identifying the particular failure that occurred is com-
pounded by uncertainty. Some of the reasons for this
uncertainty are incomplete and imprecise sensors, non-
deterministic outcome of actions due to noisy actuators
and stochastic environments. Methods that ignore this un-
certainty do not perform well in real-world environments.

We definemonitoringas the process of explicitly de-
tecting anomalous situations/faults.Fault diagnosisis the
process of identifying the fault. This aids the selection of
recovery actions. A large proportion of previous work in
the robot fault diagnosis and recovery ignores uncertainty.

We present two aspects of our work that use proba-
bilistic methods to account for the inherent uncertainty.

One approach uses a Partially Observable Markov Deci-
sion Process (POMDP) to detect and recover from faults.
This approach is demonstrated in the context of indoor
mobile robot navigation.

The second approach, based on particle filters shows
how fault detection and identification may be done in real
time using an approximate representation. We show how
computational efficiency may be enhanced by separating
fault detection from fault identification. Then we present a
hierarchical approach that improves the accuracy of fault
identification by focusing the search for the correct fault
hypothesis.

2 POMDPs

The Partially Observable Markov Decision Process[4,
8, 16, 12] is an existing framework that provides a nice
framework for modeling uncertainty in decision problems.
POMDPs allow action effects and sensor measurements
to be modeled probabilistically. Formally, a POMDP is
described as a tuplehS;A; T; Z;R; i:

� State SpaceS: The world is modeled by a setS of
distinct states. The number of states may be finite,
infinite or continuous. We will focus on discrete
models with a finite number of states.

� Action spaceA: The system influences its state by
executing actions from the setA. A can be finite,
infinite or continuous, but we will assume that it is
finite.

� Transition functionT : POMDPs allow action ef-
fects with uncertainty to be modeled. The stochas-
tic nature of action effects is captured by the transi-
tion functionT . T (sj ; a; si) = p(sija; sj) denotes
the probability that the world makes a transition to
statesi when an actiona is executed in statesj .
This transition function exhibits the Markov prop-
erty.

� Observation functionZ: Observations provide some
information about the current state of the world. In
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fully observable MDPs, the current state of the sys-
tem is known exactly. In POMDPs, observations
provide only partial information to the agent since
the same observation may be experienced in differ-
ent states. Partial observability is modeled by the
observation functionZ. Z(a; s; z) = p(zja; s) de-
notes the probability that the agent experiences ob-
servationz after executing actiona and making a
transition to states.

� Reward function R: This function indicates how much
utility R(s; a) is earned when the robot is in a state
s and it executes some actiona.

� Discount factor: The discount factor is used to
indicate how rewards earned at different time steps
should be weighted. In general, the more delayed a
reward is, the smaller its weight is.

Given this model, the goal is to determine the action
that should be executed at each time step to maximize re-
ward or minimize cost over time. Apolicy is defined as an
action strategy that dictates which actiona to execute for
every states. A policy is a mapping from initial beliefs
and histories to actions. Tractable algorithms for deter-
mining the exact policy for complex systems, like the one
we present in this paper, do not currently exist. Instead,
heuristic approaches are used [1, 5].

3 Monitoring and Fault Diagnosis
using POMDPs

One aspect of our research has been in fault diagnosis for
navigation of indoor mobile robots in peopled buildings.
In this section, we present an overview of the representa-
tion and algorithms used. Further details may be found in
[5].

3.1 States

The different states represent various exceptional and nom-
inal situations. Even though not all the fault states can be
identified, they can be classified as shown in the table be-
low. A further division may be possible if more monitors
are developed to discern these situations. Note that an ex-
ception may be a combination of one or more faults.

State Description Source
NNP Non Navigable Path Environment
HP Hardware Problems Hardware
RT Reactive Problems Soft.(React.)
PP Perception Problems Soft.(Per.)
WD Wrong Direction Soft.(Nav.)
LST Robot Lost Soft.(Nav.)

3.2 Actions

An action is a single procedure performed by the robot in
order to accomplish a task, recover from an exceptional
situation, and/or obtain information about the state of the
robot. The table below shows the six actions available to
the robot used for the experiments in this paper.

Action Description
FP Nominal action. Follow planned path
NP Request a new path
RL Re-localizing using other methods
GO Go through opening
MA Move away from the current position
SH Send a message for assistance
GU Give up on this task

3.3 Observations

Information about the state comes from two different sources,
monitors and actions. A monitor is a process that can de-
tect several symptoms, where a symptom is defined as a
significant difference between the observed state of the
world and the expectation with respect to the nominal sit-
uation. A monitor fires whenever its monitored condition
is detected. The absence of a monitor firing at a given
time step reinforces the probability of the nominal states.
In addition, some actions provide results indicating their
success or failure. These sources of information are not
perfect and have a certain amount of uncertainty associ-
ated with them. They are therefore considered observa-
tions of the state. The observations may also be any com-
bination of the basic observations. The table below lists
the available basic observations:

Obs. Description Source
EPS Error Position(stopped) Monitor
EPM Error Position(moving) Monitor
LD Loop Detected Monitor
SD Spinning Detected Monitor
BO Blockage Overtaken Action(GO)
ALT Alternative path found Action(NP)
NNA Non Navigable Alternative Environment

3.4 Transition probabilities

[5] describes how several characteristics of a specific prob-
lem may be used to reduce the number of parameters in
the transition function. It shows how the transition proba-
bilities, observation probabilities and the rewards may be
defined in the mobile robot domain.
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3.5 Action Selection

The task considered here is to determine which exception
has occurred, if any, and decide the appropriate response.
The decision process is done in two phases as shown in
Figure 1: (1) the belief state of the robot is updated ac-
cording to the information gathered in the last step [7],
and(2) the decision system selects the action according
to the belief state of the system. These two processes are
described below.

Figure 1:Stochastic Supervisor

3.6 Belief Update

The system does not know the state of the robot exactly
because of the uncertainty in the information sources. In-
stead, it maintains a belief state, which is a probability
distribution over the state space,S.

b(st) = p(stjz
t; at�1) (1)

Here, we use the subscriptt to refer to an event at time
t, and the superscriptt to denote all events leading up to
time t. An interesting property of the belief state is that,
under the Markov assumption, it summarizes all the past
information about the state of the robot. That is, the belief
state is a sufficient statistic for the history. Hence equa-
tion (1) may be written as:

b(st) = p(stjzt; at�1; b(st�1))

The posterior probability for each state when actiona is
executed andz is observed is computed as follows [7]:

b(s0) =
Z(a; s0; z)

P
s 2 S

T (s; a; s0)b(s)

p(zja; b(s))

where the denominator is simply a normalizing factor.

3.7 Decision system

We assume that the robot will operate “indefinitely” and
the “goal” is to get the highest possible reward according

to a value function, which is based on the Bellman equa-
tion:

V (s0) = maxa

 
R(s0; a) + 

X
s 2 S

p(s0js; a):V (s)

!

This model corresponds to an Infinite Horizon POMDP
whose exact solution will produce the optimal policy that
defines the optimal action to take at each step.

Unfortunately, with existing algorithms [2, 10, 6] it is
not possible to get the optimal solution for models with as
many states, actions, and observations as the model pre-
sented here. Instead, we use approximate heuristic solu-
tions proposed in [1] and augmented in [5].

The heuristic solutions that we use are all based on
calculating the optimal policy for the underlying Com-
pletely Observable Markov Decision Process (COMDP),
which assumes that there is no uncertainty associated with
the state. The different heuristic solutions depend on how
the action to execute is selected, given the COMDP policyQ
CO

(s) and the belief stateb(s).
The most Likely State (MLS) method simply chooses

the optimal COMDP action associated with the state that
has the highest probability:Y

MLS

(b) =
Y

COMDP

(argmaxsb(s))

The Action Voting(AV) method assigns a probability over
the actions:

Pra(b) =
X
s

b(s)Æ(
Y
CO

(s); a)

where,

Æ(x; y) = 1; if x = y; 0 otherwise

It selects the action with the highest probability:Y
AV

(b) = argmaxaPra(b)

The Q-MDP control strategy uses the value functionV a(s)
to calculate the ¿ probability associated with each action
and is given by:

Pra(b) =
X
s

b(s)V a(s)

where,V a(s) is the reward of executinga in the next step
when the robot is ins, considering that after the next step
all uncertainty is removed and the system behaves in an
optimal manner. The Dual Control Mode strategies (DM-
X, ADM-X) have two different modes of operation de-
pending on a threshold factor K. They use the X strat-
egy where X can be any of the aforementioned strategies
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(MLS, AV, Q-MDP) when the entropy of the belief state
is under K, and select the action that most reduces the
expected state entropy (DM-X) or the expected action en-
tropy (ADM-X). Section 5 presents some results on using
these methods on an indoor mobile robot.

4 Online Monitoring

The POMDP policy is computed offline. But the distri-
bution over the state space, which is also called the belief
state needs to be computed online since it is based on the
actual observations, which are not known ahead of time.
For fault diagnosis on mobile robots, the belief state must
be computed in real time. Computing the exact belief state
at each step is computationally expensive and difficult to
do in real time for most real world fault diagnosis prob-
lems because the state space is large.

In this section, we present a particle filter based ap-
proach that maintains an approximate representation of
the belief state that allows the belief state to be tracked in
real time. Tracking the belief state approximately for fault
diagnosis is difficult because there are a large number of
faults and the faults are low probability events. This im-
plies that few particles typically transition to any particu-
lar fault state. Past work on a Decision Theoretic Particle
filter that uses decision-theoretic generalization of parti-
cle filters that takes into account the difference in utility
of fault detection vs. fault non-detection addresses this
problem [19, 18].

Here we present ongoing work on a method for hier-
archical fault detection and identification that focuses the
search for the correct hypothesis. This is expected to im-
prove the performance when the state space is large and
an approximate method, like particle filtering is used.

4.1 Particle Filters for Fault Detection and
Identification

Bayes filters estimate the distribution over the state space
that is, the belief state,b(st) of a dynamic system condi-
tioned on the data. The data generally comes from two
sources: measurements (e.g., encoder readings) and con-
trols (e.g., robot motion commands). The measurement at
time t is zt, andat denotes the control actions in the time
interval(t� 1; t]. Thus, the data is given by

zt = z1; z2; : : : ; zt and at = a1; a2; : : : ; at

Bayes filters estimate the belief state with the follow-
ing recursive formula:

b(st) = p(stjz
t; at�1)

p(stjz
t; at) = �t p(ztjst)

Z
fp(stjat; st�1)

� p(st�1jz
t�1; at�1) dst�1g (2)

where�t is a normalization constant. To calculate this
posterior belief, three probability distributions are required,
which together are commonly referred to as the proba-
bilistic model of the dynamical system: (1) Anobserva-
tion functionp(ztjst), which describes the probability of
measuringzt when the system is in statest. (2) A transi-
tion functionp(stjat; st�1), which characterizes the effect
of controlsat on the system state by specifying the prob-
ability that the system is in statest after executing control
at in statest�1. (3) An initial state distributionor prior
belief p(s0), which specifies the user’s knowledge about
the initial system state. Eqn. 2 is easily derived under the
common assumption that the system is Markov:

p(stjz
t; at)

Bayes

= �t p(ztjst; z
t�1; at) p(stjz

t�1; at)
Markov
= �t p(ztjst) p(stjz

t�1; at)

= �t p(ztjst)

Z
fp(stjz

t�1; at; st�1)

� p(st�1jz
t�1; at) dst�1g

Markov
= �t p(ztjst)

Z
fp(stjat; st�1)

� p(st�1jz
t�1; at�1) dst�1g (3)

This filter, in the general form stated here, is commonly
known as a Bayes filter. Special versions of this filter in-
clude the Kalman filter, the hidden Markov model, binary
filters, and particle filters.

We formulate the general problem of fault detection
and identification in terms ofestimating unobservable dis-
crete fault/operational modes of a system from noisy mea-
surements of continuous variables (sensor readings).

Hence, the state,st is hybrid. It has a discrete compo-
nentdt, representing the particular fault, and a continuous
component,ct, representing the continuous variables that
are used to track the dynamics of the rover. Eqn. 2 may

4



therefore be written as:

p(stjz
t; at) = �t p(ztjst)

�

Z
f p(dt; ctjat; dt�1; ct�1)

� p(st�1jz
t�1; at�1) g dst�1 (4)

= �t p(ztjst)

�
X
dt�1

Z
f p(dt; ctjat; dt�1; ct�1)

� p(st�1jz
t�1; at�1) g dct�1 (5)

= �t p(ztjst)

�
X
dt�1

Z
f p(ctjdt; at; dt�1; ct�1)

� p(dtjat; dt�1; ct�1)

� p(st�1jz
t�1; at�1) g dct�1 (6)

To implement the recursive Bayes filter in equation (6),
the probability distributions required are:

� Discrete state transition function:
p(dt

�� dt�1; at�1)
� Continuous state transition function:

p(ct
�� dt; dt�1; ct�1; at�1)

� Observation function:p(zt
�� dt; ct)

� Initial belief: p(d0) andp(c0
�� d0)

Due to the continuous nature of the statess and mea-
surementsz, even in discrete versions, these spaces might
be prohibitively large to compute the entire posterior.

Moreover since there are a large number of compo-
nents that can fail, in any combination, at any time, there
are potentially an exponential number of discrete states.
Tracking the full posterior is intractable for any feasible
system. We therefore use aparticle filter to approximate
the posterior belief.

The particle filter [3] addresses these concerns by ap-
proximating the posterior using sets of state samples (par-
ticles):

St = fs
[i]

t
gi=1;::: ;m (7)

The setSt consists ofm particless[i]
t

, for some large num-
ber ofm (e.g,m = 1; 000). Together, these particles ap-
proximate the posteriorp(stjzt; at). St is calculated re-
cursively. Initially, at timet = 0, the particless[i]

0
are

generated from the initial state distributionp(s0). Thet-
th particle setSt is then calculated recursively fromSt�1
as follows:

1 setSt = Saux

t
= ;

2 for j = 1 tom do

3 pick thej-th samples[j]
t�1

2 St�1

4 draws
[j]

t
� p(stjat; s

[j]

t�1
)

5 setw[j]

t
= p(ztjs

[j]

t
)

6 addhs[j]
t
; w

[j]

t
i to Saux

t

7 endfor
8 for i = 1 tom do

9 draws
[i]

t
fromSaux

t
;

with probability proportional tow[i]

t

10 adds[i]
t

to St
11 endfor

Lines 2 through 7 generate a new set of particles that in-
corporates the controlat. Lines 8 through 11 apply a tech-
nique known asimportance-weighted resampling[13] to
account for the measurementzt. It is a well-known fact
that (for largem) the resulting weighted particles are asymp-
totically distributed according to the desired posterior
p(stjz

t; at) [17]. [11, 19, 18] demonstrate how particle
filters may be used for autonomous fault detection.

We can think of each particles[i]
t

as a hypothesis about
the current state of the system. Starting from an initial par-
ticle setS0, at each step the next particle setSt is obtained
from the previous oneSt�1 by a recursive update. This is
done by samplingSt from the state transition probability.

This gives an updated set ofN weighted samples. We
can now transform this into an unweighted set of samples
by resampling according to the weights. Thet-th particle
setSt is then calculated recursively fromSt�1 as follows:

1 setSt = Saux
t

= ;
2 for j = 1 tom do

3 pick thej-th sample[d[j]
t�1

; c
[j]

t�1
] 2 St�1

4 drawd
[j]

t
� p(dtjat; d

[j]

t�1
; c

[j]

t�1
)

5 drawc
[j]

t
� p(ctjd

[j]

t
; at; d

[j]

t�1
; c

[j]

t�1
)

6 setw[j]

t
= p(ztjd

[j]

t
; c

[j]

t
)

7 addhd[j]
t
; c

[j]

t
; w

[j]

t
i to Saux

t

8 endfor
9 for i = 1 tom do

10 draw[d[i]
t
; c

[i]

t
] fromSaux

t

with probability proportional tow[i]

t

11 add[d[i]
t
; c

[i]

t
] to St

12 endfor

A particle filter has several benefits over other well known
Bayes Filters such as Kalman Filters.

1. It is non-parametric and can represent a wide range
of distributions.

2. Both discrete and continuous variables can be rep-
resented with a single particle filter.
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3. Particle filters are easily implemented. This is be-
cause there is no need to specify a posterior based
on the full prior, instead a posterior distribution needs
to be specified for a finite state represented by a
sample. A forward simulation is sufficient for this
purpose.

4. Since the accuracy of results can be traded for com-
putational efficiency, particle filters can be used for
online monitoring algorithms.

The recursive update takes into account the actions
taken and maintains the particles according to the distri-
bution of the Bayesian belief state. By design, a particle
filter tracks the most likely state of the system well. This
means that if we use a particle filter directly for fault iden-
tification, it will track the hypotheses representing a nom-
inal state of the system well and poorly detect the unlikely
fault states. This drawback is further complicated by the
fact that the size of the discrete component of the state
space is exponential in the number of components that can
fail, since every possible combination of failures of com-
ponents could occur. Thus, when applied to a complex
system with many failure modes an algorithm based on
particle filters could experiencesample impoverishment.
In other words, the particle setPt would approximate the
probability distribution of the belief state inefficiently be-
cause most particles would represent similar states and
no particles would represent unlikely (though important)
states. This motivated an improvement to particle filters,
thedecision theoretic particle filter.

Decision theoretic particle filters incorporate a model
of cost when generating particle. The approach is mo-
tivated by the observation that the costs of accidentally
not tracking hypotheses might be significant in some ares
of state space and irrelevant in others. By incorporating
a cost model into particle filtering, states that are more
critical to the system performance are more likely to be
tracked. Details can be found in prior publications [19,
18].

4.2 Fault Detection Filter

Online fault detection needs to be computationally effi-
cient, so that it does not dramatically reduce the resources
available for the main task of the robot. Although when
a fault does occur taking a larger proportion of the avail-
able computational resources is typically justified in most
robot applications.

Hence we separate the process of fault detection from
the process of fault identification. The purpose of the fault
detection filter is to determine the binary state, fault/no
fault. We only model the nominal state explicitly for fault
detection. We model the fault state to have a constant like-

lihood. In our experimetns this value was determined em-
pirically. At each instant in time some small number of
particles transition to the fault state. While the nominal
transition model is a good predictor of the observations,
the particles in the nominal state tend to have a much
higher likelihood than the constant likelihood set for the
fault states. The reverse happens when the observations
start deviating from the predictions made by the nominal
model. This fault detection filter is thus able to detect un-
modeled faults as well, since it merely detectsa deviation
from nominal behavior.

4.3 Hierarchical Fault Identification Filter

The fault identification filter determines the particular fault
that is most likely to have caused a deviation from the
nominal modeled behavior. Both the nominal and fault
states are modeled in this case. This fault identification
filter can identify only modeled faults. We present a hier-
archical approach to fault detection and identification that
utilizes the structure in the problem. Our fault identifica-
tion model is a tree where the leaf nodes are the true fault
states. There are also additional intermediate nodes in the
tree. These abstract states are aggregates of the leaf nodes
that have similar dynamics.

The advantages of hierarchical fault identification are:

� A physics based simulation does not allow transi-
tions from most fault states to other fault states.
Hence, if there are no samples in the actual fault
state, samples that end up in fault states with dy-
namics that are similar to the actual fault states may
end up being identified as the fault state. The hierar-
chical approach tracks the state at an abstract level
and does not commit to identifying any particular
fault state until there is sufficient data. Hence it is
more likely to identify the true fault state.

� Tracking the state at an abstract level is more effi-
cient since the state space is smaller.

� Fault identification is more focused. Transitions
from nominal states may take place only into a small
subset of fault states.

� The probability of transitioning to an abstract fault
state is much greater than the probability of transi-
tioning to an individual fault state.

As a simple example, consider a fault identification
problem where the rover is in a nominal driving state that
may transition back to the nominal driving state or to any
one of the twelve fault states:right front, right middle,
right rear, left front, left middle, right rear encoder broken
or motor stuck.
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Now if the stuck wheel faults on the right side wheels
have similar dynamics and the faults on the left side wheels
have similar dynamics, then the hierarchical model would
be a tree representation, where the rover in a nominal driv-
ing state may transition back to the nominal driving state
or to the two abstract states:right side wheel stuckor left
side wheel stuck. Theright side stuckstate may then fur-
ther transition to itself or to theright front, right middleor
right rear wheel stuckstates. The original discrete state
transition model and the corresponding hierarchical tran-
sition model for this example are illustrated in Figure 2
and Figure 3 respectively.

ND

LRS LMS LFS RFS RMS RRS

LRE LME LFE RFE RME RRE

Figure 2: Original discrete state transition model. The
discrete states are: Nominal driving (ND), right and left,
front, middle and rear wheels stuck (RFS, RMS, RRS, LFS,
LMS, LRS) and right and left, front, middle and rear en-
coders broken (RFE, RME, RRE, LFE, LME, LRE)

RLE

LFE LME LRE RFE RME RRE

LFS LMS LRS RFS RMS RRS

LSS RSS

ND

Figure 3: Hierarchical discrete state transition model.
This model introduces the additional abstract states, Right
Side or Left Side wheels stuck (RSS and LSS) and Right or
Left Side encoder broken (RLE)

Particle filtering with the hierarchical representation

is performed using the same algorithm that is used for
the original model. But since there are fewer transitions,
the probability of a sample transitioning to a fault state
is higher. Once a particle does transition to an abstract
fault state, its weight increases. This results in multiple
copies of this sample during resampling and increases the
probability that the sample will transition to a leaf node
representing the correct fault state. Only single faults are
handled at the moment. Multiple faults may be modeled
as independent single faults, but the system does not in-
herently handle multiple faults.

5 Experimental Results

5.1 POMDP approach

Two robot platforms were used in this research: Xavier
(Carnegie Mellon University- USA) and Rato (University
of Vigo-SPAIN). Xavier was designed with a layered ar-
chitecture, consisting of task scheduling, path planning,
navigation, and obstacle avoidance components, each of
which relies on the abstraction provided by the previous
level [14]. The robot architecture was implemented as a
collection of asynchronous processes. System integration
was using the Task Control Architecture (TCA) [15]. The
Xavier navigation system has also been implemented in
Rato, with minor changes.

An event simulator was used to compare the perfor-
mance of the different heuristic approximations. The best
performing strategy was then implemented on the robot.
Finally, some exception scenarios were created with the
robot to see how it would behave. (The failure rate of the
navigation system is very low, hence we artificially intro-
duce exception situations.)

Different scenarios are shown in Figure 4 and Fig-
ure 5. In the simplest scenario, the corridor that is in
the planned path of the robot is blocked. The position
monitor (EPM) detects a symptom since the robot is not
making any progress toward the goal. This increases the
probability of reactive problems (RT), perception prob-
lems (PP), and a non-navigable path (NNP). Once the su-
pervisor is confident about the existence of an exception
situation, even if it does not know exactly why such a sit-
uation exists, it decides to execute “Go through Opening”
(GO). The observation that there is no opening increases
the probability of a non-navigable path (NNP). Since it is
quite confident about a NNP situation, it decides to exe-
cute New Path (NP).

Two different experiments were performed on the fifth
floor of Wean Hall at Carnegie Mellon University. In the
first scenario shown in figure 4 we put an obstacle in the
path so that the robot could not pass through. As a result
the action GO observed that there was no opening while
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in the second experiment shown in figure 5, the obstacle
was in the form of people that blocked the path, but then
moved away and the robot was able to go through. In both
situations, the robot successfully detected the exceptional
situation and reacted correctly.

Figure 4:scenario1

5.2 Particle filter based approach

To investigate the hierarchical particle filtering approach
we are using a a dynamic simulation of a six wheel rocker
bogie rover with articulated steering using the Darwin2K
simulator [9]. Figure 6 is a snapshot of the rover in Dar-
win2K. This experiment is still in a preliminary stage.

The faults modeled in simulation arestuck motors at
each of the six wheels. When a motor is stuck the wheel
with the fault is dragged along by the motion of the other
wheels. These faults can be differentiated by tracking the
dynamics. The rover position and orientation are the con-
tinuous variables being tracked.

In the experiment performed, the rover was driven in
left and right ackermann steered turns with radii ranging
from 1m to 10m. Figure 7 shows an example of how the
trajectories may be altered with various faults. In the par-
ticular example in the figure, the rover was commanded to
drive in a6m ackermann turn to the left7 times, first with
all wheels normal, then with each of the6 wheels stuck
and dragging. The diagram shows that a faulty wheel on

Figure 5:scenario2

the same side as the turn causes the turn to sharpen and
a faulty wheel on the opposite side causes the turn to be
shallower. As the radius of the turn increases the effect of
these faults are less pronounced.

Two thirds of this data was used to learn the transi-
tion model, which was modeled as a4th order polynomial
function of the commanded radius of turn and one third
was used to test the fault detection and identification. The
measurement noise was modeled as a gaussian. We do not
have quantitative results yet, but preliminary experiments
show that the hierarchical fault detection and identifica-
tion filter has a smaller delay in detecting faults than the
“classical” particle filter. It has also shown higher accu-
racy in identifying the correct fault. The reason for the
smaller delay is that in the “classical” particle filter, if a
fault occurs and there are no particles in the correct fault
state, none of the particles have a high likelihood and after
normalization the nominal state ends up with most of the
particles. Whereas in out approach when a fault occurs,
the particles in the nominal state have a low likelihood, but
since the particles in the fault state have a constant likeli-
hood, which is in essence independent of the observation,
they have a relatively higher likelihood and the fault state
ends up with more particles.
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Figure 6: Snapshot from the dynamic simulation of the
rocker bogie rover in Darwin 2K

Figure 7: An example showing how the trajectories may
change with various faults.

6 Discussion

We presented two aspects of our work that use probabilis-
tic methods for fault detection, diagnosis and recovery.
One approach uses a Partially Observable Markov Deci-
sion Process (POMDP) to detect faults. This approach
was demonstrated in the context of indoor mobile robot
navigation. While this approach does not have complete
coverage of the exception space, the monitors developed
do cover a wide range of the exceptions that commonly
occur in indoor navigation. While automatic construction
of the monitors would make the system truly autonomous,
this is a difficult task. Hence, we are currently using a
set of hand-coded monitors in our experiments. We are
working on adding more sophisticated recovery strategies

using the same stochastic model to decide which strategy
to use at each step.

When the model matches the real system, the decision
system, performs well. On the other hand finding the cor-
rect parameters, probabilities and rewards is a tedious task
that is currently done manually. We believe that this can
be done by reinforcement learning and are extending our
research to investigate this. In any case our current re-
sults outperform a deterministic system, even thought the
probabilities may not be completely accurate.

The second approach, based on particle filters, shows
that it is possible to provide a distribution over the discrete
states to the decision system in real time. We show how
this may be done efficiently by separating fault detection
from fault identification. We also present a hierarchical
approach to fault identification.We expect the hierarchical
approach to improve the accuracy and delay in identifying
a fault. This is because the hierarchical approach focuses
the search for the correct hypothesis.

Although much work remains, together these approaches
demonstrate that probabilistic methods have great ability
for constructing reliable, fault-tolerant autonomous sys-
tems.
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