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Abstract

Biological or biomedical objects, such as expressive human faces and growing brain
tumors, and dynamic scenes, such as cars running on the roads, generally vary their
shapes as linear combinations of a number of shape bases. With the expeditious
development of computer and imaging technologies, the problems of reconstruction,
registration, and modeling of such deformable shapes from image measurements has
shown enormous importance for applications such as biomedical image interpretation,
human computer interaction, and robot navigation. Since the image measurements
are generated by coupling two factors: non-rigid deformations and rigid similarity
transformations between the shapes and the measurement systems, the essence of the
three problems is to factorize the shape measurements and compute the deformable
shapes (reconstruction), the rigid transformations (registration), and the shape bases
(modeling). This thesis presents novel factorization algorithms respectively for recon-
struction, registration, and modeling of deformable shapes. We also demonstrate an
application of the proposed algorithms for modeling and fitting of expressive human
faces.

Firstly, we study the problem of reconstructing 3D deformable shapes from 2D
images, assuming the weak-perspective camera model and non-degenerate cases. The
previous methods usually enforce the constraints on the orthonormality of the rigid
rotation transformations (rotation constraints) alone to solve this problem. The thesis
quantitatively shows that enforcing the rotation constraints alone is inherently insuf-
ficient and yields ambiguous and invalid solutions. We point out that the ambiguity
stems from the non-uniqueness of the shape bases, and introduce the basis constraints
that resolves the ambiguity by implicitly specifying a unique set of bases. The thesis
proves that, enforcing the basis constraints, together with the rotation constraints,
results in a linear closed-form solution to factorizing the image measurements and
simultaneously reconstructing the rigid transformations, the deformable shapes, and
the underlying shape bases. We also develop methods for reconstruction of degen-
erate or planar deformations that are described by rank-2 or rank-1 shape bases.
Specifically, we quantitatively show that enforcing the basis and rotation constraints
still achieves a linear closed-form solution when all the degenerate bases are of rank
1, but results in an ambiguous solution space when rank-2 bases are involved. We
then develop an alternating linear optimization method for reconstruction of rank-2
deformations.

Secondly, we develop a 2-step factorization algorithm for reconstruction of 3D de-
formable shapes from uncalibrated images under the full perspective camera model.
In the first step, we recover the projective depths using the sub-space constraints
embedded in the deformable shape measurements. In the second step, we first scale
the image measurements by the reconstructed projective depths. The scaled mea-
surements are then factorized by an extension of the linear closed-form algorithm for
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weak-perspective reconstruction. This factorization step simultaneously recovers the
rigid transformations, the deformable shapes, the underlying shape bases, and the
varying camera parameters such as focal lengths.

Thirdly, we address the problem of registering deformable shapes measured in
respective local systems into a common coordinate system. In the literature, Gener-
alized Procrustes Analysis has been widely used to resolve this problem. Our anal-
ysis shows that, because Generalized Procrustes Analysis treats the deformations as
Gaussian noise and does not take into account the shape deformations during the reg-
istration process, it yields biased registrations when the deformations are asymmetric
and significant. We then develop a factorization-based registration method, similar to
the weak-perspective reconstruction algorithm. It again enforces the basis constraints
together with the rotation constraints and achieves a linear closed-form solution to si-
multaneously registering the deformable shapes and computing the underlying shape
bases.

Finally, we apply the proposed algorithms to extracting the 3D Morphable Model
of expressive human faces from monocular image sequences. Combining the bene-
fits of the efficient fitting of the 2D Active Appearance Model and the explicit 3D
parameterization of the 3D Morphable Model, we present a novel face model that
describes the variations of both 2D and 3D face shapes and facial appearances. We
then develop a real-time algorithm (∼60fps) that recovers the 2D and 3D face shapes,
the 3D face poses, and the facial appearances by fitting the new model to images.
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Chapter 1

Introduction

Biological objects and natural scenes generally vary their shapes. Reconstruction,

registration, and modeling are three important problems for such non-rigid or de-

formable shapes. This thesis develops algorithms to resolve these three problems.

Firstly, for reconstruction of 3D deformable shapes from 2D images, we propose a

linear closed-form solution under the weak-perspective camera model and a two-step

factorization approach under the perspective camera model. Secondly, for registering

deformable shapes in 2D or higher dimensional space, we develop a direct factor-

ization method that achieves a linear closed-form solution similar to the proposed

algorithm for weak-perspective reconstruction. Finally, we apply the proposed recon-

struction algorithm to extract the 3D shape model of expressive human faces from

2D images. We then present a novel face model describing the variations of face

shapes and facial appearances, and develop a real-time algorithm that fits the model

to images for tracking the 3D poses and shape deformations of faces.

1.1 Image Analysis of Deformable Shapes

The inter- and intra-variability are often inherent in biological shapes or dynamic

scene structures. For example, the shapes of expressive human faces involve both

inter-variability across individual persons of different ages, genders, and races, and

intra-variability across different facial expressions. Similar variabilities also occur in

objects such as beating hearts, growing tumors in the brain, and dynamic scenes

consisting of moving cars or walking pedestrians. With the expeditious development
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2 CHAPTER 1. INTRODUCTION

of computer and imaging technologies, image analysis of such deformable shapes,

including reconstruction, registration, and modeling, has shown enormous importance

for many tasks in computer vision and medical image interpretation.

Shape reconstruction of deformable objects is required when direct measurement of

the shapes is infeasible or expensive. Examples include 3D shapes of expressive human

faces and large-scale dynamic scenes. There is great interest in reconstructing such

3D shapes from 2D images. Successful methods have been proposed for applications

where all objects independently rotate and translate [29, 106, 49, 102, 110, 101, 88],

where all objects move at constant velocities [42, 107], or where synchronized multi-

view images of the deformable objects are given [35]. It has been shown in [26, 52, 10,

35, 47, 25] that deformable shapes of biological or biomedical objects, such as human

faces or hearts, are generally composed by linear combinations of a number of shape

bases. To reconstruct such shapes and the underlying shape bases, several algorithms

have been developed [16, 96, 13].

Even when directly measuring the deformable shapes is achievable, the measure-

ments are often coordinated in respective local coordinate systems. For example,

the 2D face shapes in 2D images or the 3D heart shapes in 3D CT images are of-

ten observed from different viewpoints that refer to different local coordinate sys-

tems. To obtain the “true” deformable shapes, we need to register the observed

deformable shapes into a common coordinate system. This registration or align-

ment problem has been studied by many researchers. The existing methods often

incorporate a priori knowledge of the underlying deformable models to constrain the

registration. Such models are capable of accommodating the shape variability over

time and across different individuals. The typical examples include the elastic shape

models [18, 81, 50, 3, 93, 12, 24, 1, 65, 76, 38, 39, 30, 89], the deformable superquadric

models [34, 55, 109, 59, 94, 98, 99, 7, 72, 73, 22, 66, 67, 70, 71], and the statistical

models [26, 46, 32, 36, 52, 10, 14, 25, 47, 82, 62, 21].

The statistical models have been popularly used to register biological or biomed-

ical shapes, such as human faces [26, 10, 14, 8, 35] and hearts [25, 47, 62, 21, 46].

Each of such models is constituted by a number of shape bases, of which the linear

combinations comprise the deformable shapes. Constructing such a model often re-

quires using a collection of registered shapes. Therefore, the problems of registration

and modeling of deformable shapes are usually coupled as a chicken-egg problem.

Generalized Procrustes Analysis [36, 37, 51, 56, 92] has been widely used to address
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this problem. This technique treats deformable shapes as a rigid shape contaminated

by Gaussian noise, and iteratively registers the individual shapes with a common ref-

erence shape that is the mean of the already-registered shapes. The iteration stops

when a stable mean shape is achieved. The statistical shape model is then constructed

from the registered shapes using Principal Component Analysis.

The statistical parameterization of the shape model provides global constraints

that allow the shapes to vary only in a limited number of styles. Fitting the sta-

tistical models to images, using the global constraints together with the local image

constraints, has achieved robust performance in many applications, such as segmen-

tation and tracking of deformable objects. Specific examples include tracking the face

pose and facial deformation in 2D image sequences [27, 28, 10, 14, 60], recognizing

faces and facial expressions [73, 28, 100], performance-driven animation of computer-

generated faces [35, 20], recovering the myocardial wall motion in ultrasound images

[25, 47, 62], and segmenting the 2D MRI brain images [82, 48, 46]. These applications

have important uses in biomedical investigations and clinical activities, such as diag-

nosis and surgery. For instance, recovery of the shape deformation of the myocardial

wall enables a surgeon to make an optimal plan for the operation. Segmentation of

brain images over time and across persons forms a basis for detecting diseases, such

as tumors, and monitoring the progress of the diseases.

1.2 Classes of Deformable Shapes

There exist three different classes of deformable shapes. Typical examples in the

first class include clouds, waves, and leaping flames. Such fluid deformable shapes

appear un-structured and their variations generally conform to stochastic processes.

In the second class, specific examples contain articulated objects such as human

bodies and robot arms, and dynamic scene structures of multiple objects rotating

independently. While structured, this class of shapes involve multiple independent

rotational deformations and the shape variations are highly non-linear. Modeling,

tracking, recovery, and synthesis of these two classes of deformable shapes have been

studied respectively in [23, 31, 83, 61, 112] and [68, 9, 85, 57, 15].

In this thesis, we consider the third class of deformable shapes. Typical examples

in this class include most biological or biomedical structures, such as expressive hu-

man faces, beating hearts, and growing brain tumors, and dynamic scene structures of
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multiple objects moving straight along respective directions. It has been shown that,

although appearing rather complicated, the extensive types of shapes in this class

usually deform under surprisingly compact structures. The shape variations are com-

posed by linear combinations of a small number of shape bases [26, 52, 10, 35, 47, 25].

For example, Fig.1.1 shows that, although the variances of face shapes between male

and female and between neutral and smiling expressions appear complicated, they

can be described by only two shape bases, respectively: different weights assigned to

the two bases lead to different male-like (vertical axis) and smiling-like (horizontal

axis) face shapes1. Another example is shown in Fig.1.2. The shape deformation of a

dynamic scene that contains three objects moving straight along respective directions

is determined by only one shape basis consisting of all three translation vectors.

1.3 Factorization for Deformable Shapes

Deformable shapes are measured using imaging modalities such as cameras, CT, MRI,

or ultrasound machines. The shape variations in the measurements stem from two

factors coupled to each other: non-rigid shape deformations, composed by linear

combinations of the shape bases, and rigid similarity transformations consisting of

scalings, rotations, and translations between the objects and the measurement sys-

tems. For example, assuming the weak-perspective camera model, the measurements

W of a 3D deformable shape projected across a sequence of 2D images are,

W =




c11R1 ... c1KR1

...
...

...
cF1RF ... cFKRF






B1

...
BK


 (1.1)

where {Ri|i = 1, ..., F} are the rigid rotations of the object with respect to the camera,
K is the number of the shape bases, Bj, j = 1, . . . , K are the K shape bases that

are independent on each other, and cij are the corresponding combination weights.

The 3D deformable shape in image i is constructed by Si = ΣK
j=1cijBj. The rigid

translations have been subtracted from the measurements by positioning the world

origin at the object center. The rigid scalings have been absorbed into the combination

weights. Eq. (1.1) demonstrates that the deformations of the 3D shapes and the rigid

1The face shapes and appearances are generated using FaceGen Modeller developed by Singular
Inversions Inc., Canada.
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Figure 1.1: Only two shape bases are capable of describing the shape variances be-
tween neutral and smiling faces (shown in rows), and between male and female faces
(shown in columns).

rotation transformations are coupled in the 2D image measurements. Similar analysis

shows that the non-rigid and rigid factors are also coupled in other measurements,

such as 3D ultrasound images or 3D range-scanned data, with the similar format.

According to Eq. (1.1), the essence of reconstructing the 3D deformable shapes

from 2D image measurements is factorizing the measurements to recover the rigid

rotations (Ri), the shape bases (Bj), the combination coefficients (cij), and the de-

formable shapes (Si). The problem of registering deformable shapes is very similar

to the problem of reconstructing deformable shapes. The only difference is that for

the registration problem, the measurement shapes are of the same dimension as the

“true” deformable shapes, while for the reconstruction problem, the measurements

are in the space one dimension lower than the “true” shape space. More specifically,



6 CHAPTER 1. INTRODUCTION

Figure 1.2: A single shape basis determines the shape deformation of a dynamic scene
that consists of three objects moving straight along respective directions simultane-
ously.

the two problems share the same forms, as in Eq. (1.1), where for reconstruction the

rotations are incomplete and are only 2 × 3 matrices, and for registration the rota-
tions are orthonormal square matrices. Therefore, deformable shape registration is

again a factorization process essentially. This factorization process also addresses the

problem of modeling deformable shapes, because the shape bases that constitute the

deformable shape model are computed during registration or reconstruction.

1.4 A Linear Closed-Form Solution to Factorizing

Deformable Shape Measurements

The factorization problem was originally introduced and addressed for rigid shape

reconstruction under the orthographic camera model by Tomasi and Kanade [95].

The method and its extensions to weak and para perspective camera models [103, 74]

have achieved great successes by enforcing the constraints on the orthonormality of

the rotations (rotation constraints). Bregler and his colleagues [16] were the first to

develop a factorization algorithm for reconstructing deformable shapes composed by

linear basis combinations. This linear algorithm enforces only the rotation constraints,

as do its extensions to non-linear optimization methods [96, 13].

This thesis proves that for factorization of deformable shapes, enforcing the ro-

tation constraints alone is inherently insufficient and leads to ambiguous and invalid

solutions. Thus the previous methods enforcing the rotation constraints alone for

reconstruction [16, 96, 13, 41, 107] or registration [26, 32, 36, 47, 27] cannot guar-
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antee the optimal solutions. They either have to perform non-linear optimization

that involves a large number of variables and requires an initial estimate close to the

solution [96, 13], or make strong assumptions on the shape deformations, such as

constant deformation speed [41, 107], or treat the shapes as rigid but contaminated

by Gaussian noise [26, 32, 36, 47, 27].

The ambiguity of enforcing the rotation constraints alone comes from the non-

uniqueness of the shape bases, i.e., an arbitrary non-singular linear transformation

applied on the bases yields another set of eligible bases. Thus, any K independent

shapes form a set of eligible bases of the deformable shape space. To eliminate this

ambiguity, we identify K key images that contain independent shapes and specify

the associated shapes as the K bases. The key images are identified as the group

of K images, of which the measurement matrix has the smallest condition number

among all the possible K-image groups. We show that the condition number of the

measurement matrix represents the independence of the deformable shapes associated

with the K images. The smaller the condition number, the more independent and

more equally dominant the shapes. Note that the bases have not been recovered

explicitly. Since each individual key image contains an independent shape basis,

according to Eq. (1.1), the associated measurements have the following form,

W1∼K =




R1 0 . . . 0
0 R2 . . . 0
...

...
. . .

...
0 0 . . . RK






B1

...
BK


 (1.2)

These zeros in Eq. (1.2) provide sufficient constraints to uniquely determine the

shape bases and eliminate the ambiguity. We call them the basis constraints.

This thesis proves that enforcing the basis constraints together with the rotation

constraints yields a linear closed-form solution to factorizing the deformable shape

measurements and recovering the rigid rotations, the shape bases, the combination

weights, and the deformable shapes. Note that when the pose variations between

images are small, i.e., the baselines between cameras are short, the estimate of the

depth is sensitive to noise, i.e., small errors in the image measurements result in

notable errors in the estimate of depth.

The above analysis assumes non-degenerate deformations, i.e., all the shape bases

are of full rank 3. Degenerate or planar deformations that involve rank-2 or rank-
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1 shape bases also occur in practice. For example, in a dynamic scene of multiple

cars moving straight along respective directions independently, each of the linear

translations refers to an individual rank-1 basis. We show that when degenerate

deformations are involved, the number of constraints decreases. For rank-1 degenerate

bases, the decrease of the unknown number matches the decrease of the constraint

number. Thus enforcing the basis constraints together with the rotation constraints

still achieves a linear closed-form solution. When rank-2 bases are involved, the

number of the linear constraints decreases more than the number of the the unknowns

and thus enforcing the linear constraints does not results in a unique solution. We

then present an alternating linear optimization approach to solve the factorization

problem.

Fig.1.3 shows an example of using the proposed method for reconstructing 3D

deformable shapes of expressive human faces from 2D videos. The odd rows (1, 3, 5)

display the face images of 5 persons carrying different facial expressions. The even

rows (2, 4, 6) show the 3D face shapes reconstructed by the factorization process.

Each of the reconstructed shapes is rendered from two novel viewpoints.

Fig.1.4 shows an example of using the proposed method for registering the 3D

deformable shapes of a dynamic scene. The shape deformations are controlled by a

single basis consisting of three straight translations simultaneously along respective

directions. Fig.1.4.(a∼c) shows three of the deformable shapes observed from differ-

ent views, where the red and yellow wireframes and blue lines respectively represent

the static objects, moving objects, and moving trajectories. Fig.1.4.(d) displays the

ground truth of all the deformable scene shapes. Fig.1.4.(e) shows all the shapes reg-

istered by Generalized Procrustes Analysis. Since the shape deformations are treated

as Gaussian noise instead of linear combinations of shape bases, the registered shapes

are distorted by improper rotations, e.g., the motion trajectories are not straight

lines. Fig.1.4.(f) demonstrates the registration by the proposed factorization method,

where the distortion has been corrected.
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Figure 1.3: Odd rows: 2D images of expressive human faces. Even rows: Recon-
structed 3D deformable face shapes rendered from two novel viewpoints.

1.5 Two-Step Factorization for Uncalibrated Per-

spective Reconstruction

The deformable shape reconstruction algorithm described in the previous section as-

sumes the weak-perspective camera model. When the camera is close or the scene

is large in space, this assumption no longer holds and the algorithm yields distorted

reconstruction due to the perspective effect. We develop a two-step factorization ap-

proach for perspective reconstruction of deformable shapes from uncalibrated images.

Due to the non-linearity of the perspective projection, the image measurements

cannot be directly factorized as in the weak-perspective case. However, the measure-
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(a) (b) (c)

(d) (e) (f)

Figure 1.4: Registration of 3D shapes of a dynamic scene. (a∼c): Three of the
dynamic shapes observed from different viewpoints. The red and yellow wireframes
and blue lines respectively represent the static objects, moving objects, and moving
trajectories. (d): Ground truth shapes of the dynamic scene. (e): Registration by
Direct Factorization. (f): Registration by Generalized Procrustes Analysis. The
motion trajectories are distorted improperly.
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ments scaled by the corresponding projective depths conform to the similar represen-

tation as in Eq. (1.1). Thus, in the first step of our approach we recover the projective

depths. Since the scaled measurements can be factorized as in Eq. (1.1), they lie in

a sub-space of which the degree of freedom is determined by the number of shape

bases. Such sub-space constraint has been successfully used to recover the projective

depths for rigid structures (1 basis) [97, 87, 41, 58]. In deformable cases, we develop

an algorithm that reconstructs the projective depths by iteratively alternating two

processes: computing the sub-space given the estimate of projective depths, and up-

dating the projective depths in the sub-space by solving a simple eigenvalue problem.

The updating avoids trivial solutions, such as zero projective depths, by alternatively

normalizing the depths of all points in individual images or of individual points in all

images.

In the second step of our approach, we construct the scaled measurements and

factorize them to recover the rigid motions, the deformable shapes, and the underlying

shape bases. Similar to the factorization for the weak-perspective reconstruction, this

step also enforces the basis constraints, together with the rotation constraints, and

achieves a linear closed-form solution. The difference from the weak-perspective case

is that, here, the camera parameters across the image sequence are also recovered.

Fig.1.5 shows a comparison of the perspective reconstruction and the weak-perspective

reconstruction of the 3D dynamic scene structures using the proposed factorization

algorithms. The scene consists of a static table and two boxes being translated in-

dependently along respective table borders. The independent translations refer to

two rank-1 shape bases and, thus, the scene deformation is degenerate. The first row

shows the input image measurements. The second and third rows display the top

view of the scene structures by the weak-perspective reconstruction and perspective

reconstruction respectively. Because the images were taken from a close distance,

the perspective distortion is apparent in the weak-perspective reconstruction and the

distortion is greatly attenuated in the perspective reconstruction.



12 CHAPTER 1. INTRODUCTION

Figure 1.5: Top: Input images of a dynamic scene. Middle: Top view of the de-
formable shapes reconstructed under the weak-perspective camera model. Bottom:
Top view of the deformable shapes reconstructed under the perspective camera model.

1.6 Application on Modeling Expressive Human

Faces from Monocular Images

The proposed factorization method has been applied for modeling expressive human

faces from monocular image sequences. In this thesis, we consider the generative

face models that describe the variations of the face shapes and facial appearances as

linear combinations of shape bases and appearance bases respectively. Varying the

combination weights of the bases generates faces of different shapes and appearances.

A face image is composed by the 3D face shape, the facial appearance, and the 3D face

pose with respect to the camera. By fitting the generative model to images, we recover

the face shapes, the facial appearances, and, thus, the face poses. The reconstructed

information has important uses for applications such as face tracking [53, 78, 35, 14],

face and facial expression recognition [54, 100, 105], and performance-driven facial

animation [8, 35, 20].

The previous methods often construct the deformable models of 3D human face

shapes using either 3D range-scanned face shapes [10, 14] or synchronized multi-view
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face images [53, 63, 35]. Because the inner depth of a face is usually small relative to

the distance from the camera, our weak-perspective reconstruction method is capable

of extracting the 3D shape model from a collection of monocular image sequences that

contain different human faces carrying various expressions. Note that our method does

not require synchronized multi-view images. The variations in facial appearances are

modeled by the 2D Active Appearance Model [27, 60], which meanwhile describes

the 2D shape variations of face images. Fig.1.6 shows an example of extracting

the face models from monocular image sequences. The top three rows show 15 of

the input images containing 5 expressive faces. The bottom two rows display 10

instances of the 3D face model constructed by our method. For each instance, from

left to right, we respectively show the appearance component, shape component, and

their combination. The latter two are displayed from two different viewpoints to

illustrate the 3D effect. The middle two rows show 10 instances of the 2D Active

Appearance Model constructed using the method [60]. For each instance, we display

the appearance component, shape component, and their combination, from left to

right.

Fitting a 2D Active Appearance Model requires only 2D image operations that

are computationally inexpensive. Also, the inverse compositional algorithm [4] has

been developed for efficient 2D AAM fitting. Currently the algorithm runs at over

200 frames per second [60]. On the contrary, directly fitting a 3D face model is

computationally expensive, because it requires 3D warping of the face appearance

and the inverse compositional algorithm does not generalize naturally to 3D models

[6]. The typical 3D model fitting algorithm [78] takes approximately 30 seconds per

frame (though with much denser meshes). However, the 2D models also have two

major disadvantages against the 3D models. Firstly, a 2D model does not explicitly

model the 3D face shape. Thus, fitting a 2D model is incapable of recovering the

3D face shape and pose. Secondly, we show that a 2D model requires a much larger

number of parameters than the corresponding 3D model. Thus, it contains many

“invalid” shape instances that do not match with any of the instances in the 3D

model.

To achieve efficient model fitting and avoid “invalid” shape instances, we combine

the benefits of the efficient 2D image operations of the 2D model and the explicit 3D

shape parameterization of the 3D model and present a face model that simultaneously

describes the variations of 2D and 3D face shapes and facial appearances. This thesis

also develops a real-time algorithm (∼60fps) that fits the new model to images and
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Figure 1.6: Extracting face models from monocular image sequences. Top three
rows: Input images of different faces carrying various expressions. Middle two rows:
Model instances of the 2D Active Appearance Model constructed by the method [60].
Bottom two rows: Model instances of the 3D face model constructed by the proposed
method.
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(a) (b) (c) (d)

Figure 1.7: An example of fitting the new model to a single image. (a): The initial
configuration. (b∼c) The results at intermediate iterations. (d) The final result. We
display the 3D shape estimate (white) projected onto the original image and also from
two novel viewpoints (top right). We also display the estimates of 3D pose (top left)
and 2D shape (blue dots).

(a) (b) (c) (d)

Figure 1.8: An example of tracking an expressive face in a video by fitting the model
successively to each frame. The results in 4 out of 180 frames are shown here. As the
model is fit to the images, we simultaneously estimate the 3D shape (white mesh),
the 2D shape (blue dots), and the 3D pose (top left).

reconstructs the 2D and 3D face shapes, the 3D face poses, and the facial appearances.

Fig.1.7 shows an example where the new model is being fit to an image. Fig.1.7.(a)

displays the initial configuration, Fig.1.7.(b∼c) the results at intermediate iterations,
and Fig.1.7.(d) the result after the algorithm has converged. In each case, we display

the image with the current estimate of the 3D shape mesh overlayed in white. In the

top right, we include renderings of the 3D shape from two different viewpoints. In the

top left we display the current estimate of the 3D pose. Fig.1.8 shows the performance

of our algorithm tracking an expressive face in a 180 frame video successively. The

results in 4 frames are displayed here. Note that as the model is fit to the images, we

simultaneously estimate the 3D shape (white mesh), the 2D shape (blue dots), and

the 3D pose (top left).
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1.7 Contributions of This Thesis

In this thesis we first develop novel factorization algorithms for deformable shape

reconstruction, registration, and modeling, and then apply the proposed methods

for modeling expressive human faces from monocular image sequences. The main

contributions are,

1) We prove that for factorization of deformable shapes, enforcing the rotation

constraints alone is inherently insufficient and leads to ambiguous and invalid

solutions.

2) We point out that the ambiguity of enforcing the rotation constraints alone

stems from the non-uniqueness of the shape bases. To eliminate this ambiguity,

we for the first time introduce the basis constraints that implicitly specify a

unique set of shape bases.

3) We prove that enforcing the basis constraints together with the rotation con-

straints yields a linear closed-form solution to factorizing the measurements for

reconstruction, registration, and modeling of deformable shapes, assuming non-

degenerate (full rank) deformations and weak-perspective camera models (for

reconstruction).

4) We propose algorithms for reconstruction, registration, and modeling of degen-

erate (planar) deformations.

5) We develop a 2-step factorization algorithm for perspective reconstruction of de-

formable shapes from uncalibrated images. The first step computes the projec-

tive depths and the second step reconstructs the rigid rotations, the deformable

shapes, the shape bases, and the camera parameters.

6) We apply the proposed method to construct a novel model for expressive human

faces from monocular image sequences. The model simultaneously describes the

variations of 2D and 3D face shapes and facial appearances. We then develop a

real-time algorithm that fits the new model to images and reconstructs the 2D

and 3D face shapes, the 3D face poses, and the facial appearances.

The thesis is organized as follows. Chapter 2 describes the technical details of the

linear closed-form solution to weak-perspective reconstruction of deformable shapes.
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This chapter contains the core techniques of the thesis. It presents the ambiguity

problem of enforcing the rotation constraints alone, introduces the basis constraints,

and proposes the linear closed-form solution. The methods dealing with degenerate

deformations are also developed in this chapter. Chapter 3 discusses the problem of

uncalibrated perspective reconstruction of deformable shapes and develops the two-

step factorization algorithm. Chapter 4 extends the weak-perspective reconstruction

algorithm in Chapter 1 for registration of deformable shapes. The analysis in Chapter

4 shows that the factorization method avoids the bias problem of the previous regis-

tration methods. In Chapter 5 we show an application of the proposed reconstruction

algorithm on extracting a model of expressive human faces from monocular image se-

quences. This novel model simultaneously describes the variations of 2D and 3D face

shapes and facial appearances. We then develop a real-time algorithm (∼60fps) that
recovers the 2D and 3D face shapes, the 3D face poses, and the facial appearances by

fitting the model to images. Finally, in Chapter 6 we conclude the work of this thesis

and outline some possible directions for future work.
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Chapter 2

A Linear Closed-Form Solution to

Weak-Perspective Reconstruction

of Deformable Shapes

2.1 Introduction

The many years of work in structure from motion have led to significant successes in

reconstruction of 3D shapes and motion estimates from 2D monocular videos. Many

reliable methods have been proposed for reconstruction of static scenes [111, 97, 44,

58, 95, 74, 90, 104, 64]. However, most biological objects and natural scenes vary their

shapes: expressive human faces, people walking beside buildings, etc. Recovering the

structure and motion of such deformable or non-rigid objects is a challenging task.

The effects of rigid motion, i.e., 3D rotation and translation, and non-rigid shape

deformation, e.g., stretching, are coupled in the image measurements.

It has been shown [26, 52, 10, 35, 47, 25] that deformable shapes of biomedical

objects, such as human faces or hearts, and dynamic scenes, such as cars moving

straight beside static buildings, are generally composed by linear combinations of a

number of shape bases. These bases constitute a linear deformable model describing

the variations of the 3D shapes. The methods in [8, 10, 14, 35] first construct the

deformable model from a training set of aligned 3D shapes using Principal Compo-

nent Analysis. They then fit the model to the images to recover the associated 3D

shapes and motions. However, for deformable objects such as expressive human faces

19
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and large-scale dynamic scenes, directly measuring the shapes is often infeasible or

expensive. Thus great interest has recently been attracted to reconstructing such 3D

deformable shapes from 2D images.

Bregler and his colleagues [16] were the first to take into account the linear de-

formable model in the process of deformable shape reconstruction. Assuming the

weak-perspective camera model, they employed the orthonormality of the rigid ro-

tation transformation matrices, named the rotation constraints, and presented a

linear solution to recovering the deformable shapes and underlying shape model si-

multaneously. This method was then extended into bi-linear [13] and tri-linear [96]

optimization methods. This thesis demonstrates that enforcing the rotation con-

straints alone is inherently insufficient and leads to ambiguous and invalid solutions.

Thus, the previous methods cannot guarantee optimal solutions. They either have to

perform non-linear optimization that involves a large number of variables and requires

an initial estimate close to the solution [96, 13], or make strong assumptions on the

shape deformations, such as constant deformation speed [41, 107].

The ambiguity of enforcing the rotation constraints alone comes from the non-

uniqueness of the shape bases, i.e., an arbitrary non-singular linear transformation

applied on the bases yields another set of eligible bases. This ambiguity is eliminated

once a set of shape bases is uniquely determined. Accordingly, this thesis identifies

another set of constraints that implicitly specify a unique set of shape bases. We call

them the basis constraints. We prove that enforcing the basis constraints together

with the rotation constraints yields a linear closed-form solution to factorizing the

shape measurements and recovering the rigid motions, the shape bases (deformable

model), the combination weights, and the deformable shapes, assuming the weak-

perspective camera model and non-degenerate deformations.

Degenerate or planar deformations that involve rank-2 or rank-1 shape bases also

occur in practice. For example, in a dynamic scene of multiple cars moving straight

along respective directions independently, each of the linear translations refers to an

individual rank-1 basis. We show that when the shape bases are of either rank 3 or

rank 1, e.g., the 3D points either are static or independently move along straight lines,

enforcing the basis constraints together with the rotation constraints is still sufficient

to achieve a linear closed-form solution. In cases where rank-2 bases are involved, we

present an alternating linear optimization approach to factorize the measurements for

reconstruction of deformable shapes.
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2.2 Previous Work

Recovering 3D object structure and motion from 2D image sequences has a rich

history. Various approaches have been proposed for different applications. When the

inner depth of the object shape or scene structure is small relative to its distance

from the camera, the camera model is often approximated as the weak-perspective

projection. This approximation has been widely used in recovery of rigid [95, 77, 108,

84] and non-rigid [29, 41, 16, 96, 13] shapes. Many of these approaches are based on

factorization techniques.

The factorization technique was originally proposed by Tomasi and Kanade for

rigid shape recovery under the orthographic projection model [95] and later extended

to weak and para perspective camera models [103, 74]. The authors pointed out that

under these approximate camera models, the image measurements of a rigid shape

form a rank-4 matrix that is a product of a rank-4 motion matrix and a rank-4 shape

matrix, no matter how many points are sampled from the shape and how many images

are captured. Accordingly, they proposed the factorization technique that utilizes the

linear constraints on the orthonormality of the rotation transformations to decompose

the measurement matrix and recover the single 3D shape and the motions associated

with individual images.

The factorization technique has been extended to non-rigid cases [29, 41, 49, 110,

88]. The method in [29] recovers the scene shapes consisting of multiple indepen-

dently rotating objects, where the rank of the measurement matrix is no longer 4,

but proportional to the number of the moving objects. This method first separates

the objects according to their respective factorization characteristics and then in-

dividually recovers their shapes using the original factorization technique. Further

analysis of this method was presented in [49, 110, 88]. The method in [41] results in

a closed-form solution for reconstruction of dynamic scenes consisting of both static

objects and objects moving along fixed directions and at constant velocities.

An approach for recovering more general deformable shapes composed by linear

combinations of certain shape bases was proposed in [16]. It incorporates, for the first

time, the linear deformation model with the factorization technique, and shows that

the rank of the measurement matrix in such cases is 3K + 1, where K is the num-

ber of the shape bases. Accordingly, this method enforces the linear constraints on

orthonormality of the rotation transformations to factorize the measurement matrix

and reconstruct the rigid motions, the underlying shape model, and the associated
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combination coefficients. Combining the shape model by the coefficients yields the

deformable shapes. This linear algorithm was extended in [96] to a trilinear opti-

mization approach. At each step, two of the three classes of unknowns, shape bases,

combination coefficients, and rigid motions, are fixed and the remaining one is up-

dated. A similar non-linear optimization method was proposed in [13] that uses an

extension of the linear method [16] for initialization. Both of the non-linear optimiza-

tion methods involve a large number of variables, e.g., the number of coefficients is

big because it equals the product of the number of images and the number of shape

bases. Thus, their performances rely on the quality of the initial guess. Note that

these methods enforce only the rotation constraints that are insufficient to guarantee

a valid solution, as shown later in this chapter.

2.3 Problem Statement

Given 2D locations of P feature points across F frames, {(u, v)Tfp|f = 1, ..., F, p =

1, ..., P}, our goal is to recover the motion of the non-rigid object relative to the
camera, including rotations {Rf |f = 1, ..., F} and translations {tf |f = 1, ..., F},
and its 3D deforming shapes {(x, y, z)Tfp|f = 1, ..., F, p = 1, ..., P}. Throughout this
chapter, we assume:

• the deforming shapes can be represented as weighted combinations of shape

bases;

• the 3D structure and the camera motion are non-degenerate;

• the camera projection model is the weak-perspective projection model.

We follow the representation of [10, 16]. The non-rigid shapes are represented

as weighted combinations of K shape bases {Bi, i = 1, ..., K}. The bases are 3 × P

matrices controlling the deformation of P points. Then the 3D coordinate of the

point p at the frame f is

Xfp = (x, y, z)Tfp = Σ
K
i=1cfibip f = 1, ..., F, p = 1, ..., P (2.1)
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where bip is the pth column of Bi and cif is its combination coefficient at the frame

f . The image coordinate of Xfp under the weak perspective projection model is

xfp = (u, v)Tfp = sf (Rf ·Xfp + tf ) (2.2)

where Rf stands for the first two rows of the fth camera rotation and tf = [tfxtfy]
T

is its translation relative to the world origin. sf is the scalar of the weak perspective

projection.

Replacing Xfp using Eq. (2.1) and absorbing sf into cfi and tf , we have

xfp =
(
cf1Rf ... cfKRf

)
·




b1p

...

bKp


+ tf (2.3)

Suppose the image coordinates of all P feature points across F frames are obtained.

We form a 2F × P measurement matrix W by stacking all image coordinates. Then

W = MB + T [1, 1, . . . , 1], where M is a 2F × 3K scaled rotation matrix, B is a

3K × P bases matrix, and T is a 2F × 1 translation vector,

M =




c11R1 ... c1KR1

...
...

...
cF1RF ... cFKRF


,

B =




b11 ... b1P

...
...

...
bK1 ... bKP


,

T =
(

tT1 ... tTF
)T

.

(2.4)

As in [41, 16], since all points on the shape share the same translation, we position

the world origin at the scene center and compute the translation vector by averaging

the image projections of all points. This step does not introduce ambiguities, provided

that the correspondences of all the points across all the images are given, i.e., there

are no missing data. We then subtract the translation vector from W and obtain the

registered measurement matrix W̃ =MB.
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Under the non-degenerate cases, the 2F × 3K scaled rotation matrix M and the

3K × P shape bases matrix B are both of full rank, respectively min{2F, 3K} and
min{3K,P}. Their product, W̃ , is of rank min{3K, 2F, P}. In practice, the frame
number F and point number P are usually much larger than the basis number K,

such that 2F > 3K and P > 3K. Thus, the rank of W̃ is 3K and K is determined

by K = rank(W̃ )
3

. We then factorize W̃ into the product of a 2F × 3K matrix M̃ and

a 3K×P matrix B̃, using Singular Value Decomposition (SVD). This decomposition
is only determined up to a non-singular 3K × 3K linear transformation. The true

scaled rotation matrix M and bases matrix B are of the form,

M = M̃ ·G, B = G−1 · B̃ (2.5)

where the non-singular 3K × 3K matrix G is called the corrective transformation

matrix. Once G is determined, M and B are obtained and, thus, the rotations, shape

bases, and combination coefficients are recovered.

All the procedures above, except obtaining G, are standard and well-understood

[10, 16]. The problem of nonrigid shape and motion recovery is now reduced to:

given the measurement matrixW , how can we compute the corrective transformation

matrix G?

2.4 Metric Constraints

G is made up of K triple-columns, denoted as gk, k = 1, . . . , K. Each of them is

a 3K × 3 matrix. They are independent on each other because G is non-singular.

According to Eq. (2.4,2.5), gk satisfies,

M̃gk =




c1kR1

...

cFkRF


 (2.6)

Then,
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M̃gkg
T
k M̃

T =




c21kR1R
T
1 c1kc2kR1R

T
2 . . . c1kcFkR1R

T
F

c1kc2kR2R
T
1 c22kR2R

T
2 . . . c2kcFkR2R

T
F

...
...

. . .
...

c1kcFkRFR
T
1 c2kcFkRFR

T
2 . . . c2FkRFR

T
F


 (2.7)

We denote gkgk
T by Qk, a 3K × 3K symmetric matrix. Once Qk is determined, gk

can be computed using SVD. To compute Qk, two types of metric constraints are

available and should be imposed: rotation constraints and basis constraints.

While using only the rotation constraints [16, 13] leads to ambiguous and invalid

solutions, enforcing both sets of constraints results in a linear closed-form solution for

Qk.

2.4.1 Rotation Constraints

The orthonormality constraints on the rotation matrices are one of the most powerful

metric constraints and they have been used in reconstructing the shape and motion

for static objects [95, 74], multiple moving objects [29, 41], and non-rigid deforming

objects [16, 96, 13].

According to Eq. (2.7), we have,

M̃2i−1:2iQkM̃
T
2j−1:2j = cikcjkRiR

T
j , i, j = 1, ...F (2.8)

where M̃2i−1:2i represents the ith bi-row of M̃ . Due to orthonormality of the rotation

matrices, we have,

M̃2i−1:2iQkM̃
T
2i−1:2i = c2ikI2×2, i = 1, ..., F (2.9)

where I2×2 is a 2×2 identity matrix. The two diagonal elements of Eq. (2.9) yield one
linear constraints on Qk, since cik is unknown. The two off-diagonal constraints are

identical because Qk is symmetric. For all F frames, we obtain 2F linear constraints
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as follows,

M̃2i−1QkM̃
T
2i−1 − M̃2iQkM̃

T
2i = 0, i = 1, ..., F (2.10)

M̃2i−1QkM̃
T
2i = 0, i = 1, ..., F (2.11)

We consider the entries of Qk as variables and neglect the nonlinear constraints im-

plicitly embedded in the formation of Qk = gkg
T
k , where gk has only 9K free en-

tries. Since Qk is symmetric, it contains
(9K2+3K)

2
independent variables. It appears

that when enough images are given, i.e., 2F ≥ (9K2+3K)
2

, the rotation constraints

in Eq. (2.10,2.11) should be sufficient to determine Qk via the linear least-square

method. However, it is not true in general. Below we will show that many of the

rotation constraints are redundant such that enforcing the rotation constraints alone

is inherently insufficient to determine Qk.

2.4.2 A Simple Example

We demonstrate the insufficiency of the rotation constraints using a simple noiseless

setting. Fig.2.1 shows a scene consisting of a static cube and 3 moving points. The

shape is represented by 10 points: 7 visible vertices of the cube and 3 moving points.

The 3 points move along the three axes simultaneously at varying speed. The shape

of this dynamic scene is composed by a linear combination of K = 2 shape bases. One

basis refers to the static cube and another basis describes all three linear translations.

While the points are moving, the camera is rotating around the scene from right to

left. A sequence of 16 frames are captured and three of them are shown in the top row

of Fig.2.1. The bottom row of Fig.2.1 displays the ground truth shapes associated

with the three frames and the ground truth camera trajectories from the first frame to

the present frames. The three orthogonal green bars show the present camera poses

and the red bars display the camera poses in all the previous frames of the sequence.

Based on the analysis in the previous section, from the 16 images of 2D shape mea-

surements, we obtain 32 linear equations due to the rotation constraints in Eq. (2.10,

2.11). Since the deformable shape is composed of 2 bases, Qk in this example is a

6 × 6 matrix containing 21 free unknowns. It appears that the unknowns can be
determined, since 32 is much greater than 21 and both the shapes and camera poses
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Figure 2.1: A static cube and 3 points moving along straight lines. Top: Three of the
observed images. Bottom: Ground truth 3D shapes associated with the images and
ground truth camera trajectories from the beginning of the sequence till the present
images. Green bars show the present camera poses and red bars display the camera
poses in all the previous images of the sequence.

vary in individual images. However, the linear system consisting of the 32 equations is

not of full rank 21, but only of rank 15. Therefore, the system does not yield a unique

solution, but leads to a linear solution space that has 6 degrees of freedom. Moreover,

a valid solution of Qk must be of rank 3, since Qk = gkg
T
k and gk is a 6× 3 matrix in

this example. The solution space contains a great number of invalid solutions of full

rank 6, from which gk cannot be determined. For example, the solution computed

using the pseudo-inverse of the linear system is of rank 6. Therefore, even for such

a simple noiseless setting, enforcing the rotation constraints alone is insufficient to

determine a valid solution.

2.4.3 Why Are Rotation Constraints Insufficient?

Under specific assumptions, such as static scene or constant speed of deformation, the

rotation constraints are sufficient to reconstruct the 3D shapes and camera rotations

[95, 41]. In general, for cases without these assumptions, the solution of the rotation

constraints in Eq. (2.10,2.11) is inherently ambiguous, no matter how many images

or feature points are given.
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Definition 2.1. A 3K × 3K symmetric matrix Y is called a block-skew-symmetric

matrix, if all the diagonal 3× 3 blocks are zero matrices and each off-diagonal 3× 3
block is a skew symmetric matrix.

Yij =




0 yij1 yij2

−yij1 0 yij3

−yij2 −yij3 0


 = −Y T

ij = Y T
ji , i �= j (2.12)

Yii = 03×3, i, j = 1, ...,K (2.13)

Each off-diagonal block consists of 3 independent elements. Because Y is skew-

symmetric and has K(K−1)
2

independent off-diagonal blocks, it includes 3K(K−1)
2

in-

dependent elements.

Definition 2.2. A 3K × 3K symmetric matrix Z is called a block-scaled-identity

matrix, if each 3× 3 block is a scaled identity matrix, i.e., Zij = λijI3×3, where λij is

the only variable.

Because Z is symmetric, the total number of variables in Z equals the number of

independent blocks, K(K+1)
2

.

Theorem 2.1. The general solution of the rotation constraints in Eq. (2.10,2.11)

is GHkG
T , where G is the desired corrective transformation matrix, and Hk is the

summation of an arbitrary block-skew-symmetric matrix and an arbitrary block-scaled-

identity matrix, given a minimum of K2+K
2

images containing different (non-proportional)

shapes and another K2+K
2

images with non-degenerate (non-planar) rotations.

Proof. Let us denote Q̃k as the general solution of Eq. (2.10,2.11). Since G is a non-

singular square matrix, Q̃k can be represented as GHkG
T , where Hk = G−1Q̃kG

−T .

We then prove that Hk must be the summation of a block-skew-symmetric matrix

and a block-scaled-identity matrix.

According to Eq. (2.5,2.9),

c2ikI2×2 = M̃2i−1:2iQ̃kM̃
T
2i−1:2i

= M̃2i−1:2iGHkG
T M̃T

2i−1:2i

= M2i−1:2iHkM
T
2i−1:2i, i = 1, ..., F (2.14)
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Hk consists of K
2 3× 3 blocks, denoted as Hkmn, m,n=1,. . .,K. Combining Eq. (2.4)

and (2.14), we have,

RiΣKm=1(c
2
imHkmm +ΣKn=m+1cimcin(Hkmn +HT

kmn))R
T
i = c2ikI2×2, i = 1, ..., F(2.15)

Denote the 3 × 3 symmetric matrix ΣK
m=1(c

2
imHkmm + Σ

K
n=m+1cimcin(Hkmn + HT

kmn))

by Γik. Then Eq. (2.15) becomes RiΓikR
T
i = c2ikI2×2. Let Γ̃ik be its homogeneous

solution, i.e., RiΓ̃ikR
T
i = 02×2. So we are looking for a symmetric matrix Γ̃ik in the

null space of the map X �→RiXRT
i . Because the two rows of the 2× 3 matrix Ri are

orthonormal, we have,

Γ̃ik = rTi3δik + δTikri3 (2.16)

where ri3 is a unitary 1 × 3 vector that are orthogonal to both rows of Ri. δik is an

arbitrary 1×3 vector, indicating the null space of the map X �→RiXRT
i has 3 degrees

of freedom. Γik = c2ikI3×3 is a particular solution of RiΓikR
T
i = c2ikI2×2. Thus, the

general solution of Eq. (2.15) is,

ΣKm=1(c
2
imHkmm +ΣKn=m+1cimcin(Hkmn +HT

kmn)) = Γik = c2ikI3×3 + αikΓ̃ik, i = 1, ..., F
(2.17)

where αik is an arbitrary scalar.

Let us denote N = K2+K
2
. Each image yields a set of N coefficients (c2i1, ci1ci2,

. . ., ci1ciK , c
2
i2, ci2ci3, . . ., ciK−1ciK , c

2
iK) in Eq. (2.17). We call them the quadratic-

form coefficients. The quadratic-form coefficients associated with images with non-

proportional shapes are generally independent. In our test, the samples of randomly

generated N different (non-proportional) shapes always yield independent N sets of

quadratic-form coefficients. Thus given N images with different (non-proportional)

shapes, the associatedN quadratic-form coefficient sets span the space of the quadratic-

form coefficient in Eq. (2.17). The linear combinations of these N sets compose the
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quadratic-form coefficients associated with any other images. Since Hkmm and Hkmn

are common in all images, for any additional image j = 1, . . . , F , Γjk is described as

follows,

Γjk = ΣNl=1λlkΓlk

=⇒ c2jkI3×3 + αjkΓ̃jk = ΣNl=1λlk(c
2
lkI3×3 + αlkΓ̃lk)

=⇒ αjkΓ̃jk = ΣNl=1λlk(αlkΓ̃lk) (2.18)

where λlk is the combination weights. We substitute Γ̃jk and Γ̃lk by Eq. (2.16) and

absorb αjk and αlk into δjk and δlk respectively due to their arbitrary values. Eq. (2.18)

is then rewritten as,

rTj3δjk + δTjkrj3 − ΣNl=1λlk(r
T
l3δlk + δTlkrl3) = 0 (2.19)

Due to symmetry, Eq. (2.19) yields 6 linear constraints on δlk, l = 1, . . . , N and δjk

that in total include 3N+3 variables. These constraints depend on the rotations in the

images. Given x additional images with non-degenerate (non-planar) rotations, we

obtain 6x different linear constraints and 3N+3x free variables. When 6x ≥ (3N+3x),
i.e., x ≥ N , these constraints lead to a unique solution, δlk = δjk = 0, l = 1, . . . , N, j =

1, . . . , x. Therefore, given a minimum of N images with non-degenerate rotations

together with the N images containing different shapes, Eq. (2.17) can be rewritten

as follows,

Γik = ΣKm=1(c
2
imHkmm +ΣKn=m+1cimcin(Hkmn +HT

kmn)) = c2ikI3×3, i = 1, . . . , 2N (2.20)

Eq. (2.20) completely depend on the coefficients. According to Eq. (2.18, 2.20), for

any image j = 2N +1, . . . , F , Γjk = Σ
N
l=1λlkΓlk = Σ

N
l=1λlkc

2
lkI3×3 = c2jkI3×3. Therefore

Eq. (2.20) is satisfied for all F images. Denote (Hkmn+HT
kmn) by Θkmn. Because the

right side of Eq. (2.20) is a scaled identity matrix, for each off-diagonal element hokmm

and θokmn, we achieve the following linear equation,
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ΣKm=1(c
2
imh

o
kmm +Σ

K
n=m+1cimcinθ

o
kmn)) = 0, i = 1, . . . , F (2.21)

Using the N given images containing different shapes, Eq. (2.21) leads to a non-

singular linear equation set on hokmm and θokmn. The right sides of the equations are

zeros. Thus the solution is a zero vector, i.e., the off-diagonal elements of Hkmm

and Θkmn are all zeros. Similarly, we can derive the constraint as Eq. (2.21) on the

difference between any two diagonal elements. Therefore the difference is zero, i.e.,

the diagonal elements are all equivalent. We thus have,

Hkmm = λkmmI3×3, m = 1, ...,K (2.22)

Hkmn +HT
kmn = λkmnI3×3, m = 1, ...,K, n = m+ 1, ...,K (2.23)

where λkmm and λkmn are arbitrary scalars. According to Eq. (2.22), the diagonal

block Hkmm is a scaled identity matrix. Due to Eq. (2.23), Hkmn − λkmn

2
I3×3 =

−(Hkmn− λkmn

2
I3×3)

T , i.e., Hkmn− λkmn

2
I3×3 is skew-symmetric. Thus, the off-diagonal

block Hkmn equals the summation of a scaled identity block,
λkmn

2
I3×3, and a skew-

symmetric block, Hkmn − λkmn

2
I3×3. Since λkmm and λkmn are arbitrary, the entire

matrix Hk is the summation of an arbitrary block-skew-symmetric matrix and an

arbitrary block-scaled-identity matrix, given a minimum of N images with non-planar

rotations, together with N images containing non-proportional shapes, in total 2N =

K2 +K images.

Let Yk denote the block-skew-symmetric matrix and Zk denote the block-scaled-

identity matrix in Hk. Since Yk and Zk respectively contain
3K(K−1)

2
and K(K+1)

2

independent elements, Hk include 2K
2 − K free elements, i.e., the solution of the

rotation constraints has 2K2 − K degrees of freedom. In rigid cases, i.e., K = 1,

the solution is unique, as suggested in [95]. For non-rigid objects, i.e., K > 1, the

rotation constraints result in an ambiguous solution space. This space contains invalid

solutions. Specifically, because the desired Qk = gkgk
T is positive semi-definite, the

solution GHkG
T is not valid when Hk is not positive semi-definite. The solution space

includes many instances that refer to non-positive-semi-definite Hk. For example,
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when the block-scaled-identity matrix Zk is zero, Hk equals the block-skew-symmetric

matrix Yk, which is not positive semi-definite.

2.4.4 Basis Constraints

The only difference between non-rigid and rigid situations is that the non-rigid shape is

a weighted combination of certain shape bases. The rotation constraints are sufficient

for recovering the rigid shapes, but they cannot determine a unique set of shape bases

in the non-rigid cases. Instead, any non-singular linear transformation applied on the

bases leads to another set of eligible bases. Intuitively, the non-uniqueness of the

bases results in the ambiguity of the solution by enforcing the rotation constraints

alone. We thus introduce the basis constraints that determine a unique basis set and

resolve the ambiguity.

Because the deformable shapes lie in a K-basis linear space, any K independent

shapes in the space form an eligible bases set, i.e., an arbitrary shape in the space

can be uniquely represented as a linear combination of these K independent shapes.

Note that these independent bases are not necessarily orthogonal. We measure the

independence of the K shapes using the condition number of the matrix that stacks

the 3D coordinates of the shapes as the measurement matrix W . The condition num-

ber is infinitely big, if any of the K shapes is dependent on the other shapes, i.e., it

can be described as a linear combination of the other shapes. If the K shapes are or-

thonormal, i.e., completely independent and equally dominant, the condition number

achieves its minimum, 1. Between 1 and infinity, a smaller condition number means

that the shapes are more independent and more equally dominant. The registered

image measurements of these K shapes in W̃ are,




W̃1

W̃2

...
W̃K


 =




R1 0 . . . 0
0 R2 . . . 0
...

...
...

...
0 0 . . . RK







S1

S2

...
SK


 (2.24)

where W̃i and Si, i = 1, . . . , K are respectively the image measurements and the

3D coordinates of the K shapes. On the right side of Eq. (2.24), since the matrix

composed of the rotations is orthonormal, the projecting process does not change

the singular values of the 3D coordinate matrix. Therefore, the condition number of



2.4. METRIC CONSTRAINTS 33

the measurement matrix has the same power as that of the 3D coordinate matrix to

represent the independence of the K shapes. Accordingly, we compute the condition

number of the measurement matrix in each group of K images and identify a group

of K images with the smallest condition number. The 3D shapes in these K images

are specified as the shape bases. Note that so far we have not recovered the bases

explicitly, but decided in which frames they are located. This information implicitly

determines a unique set of bases.

We denote the selected frames as the first K images in the sequence. The corre-

sponding coefficients are,

cii = 1, i = 1, ...,K

cij = 0, i, j = 1, ...,K, i �= j (2.25)

Let Ω denote the set, {(i, j)|i = 1, ..., K; i �= k; j = 1, ..., F}. According to

Eq. (2.8,2.25), we have,

M̃2i−1QkM̃
T
2j−1 =

{
1, i = j = k

0, (i, j) ∈ Ω (2.26)

M̃2iQkM̃
T
2j =

{
1, i = j = k

0, (i, j) ∈ Ω (2.27)

M̃2i−1QkM̃
T
2j = 0, (i, j) ∈ Ω or i = j = k (2.28)

M̃2iQkM̃
T
2j−1 = 0, (i, j) ∈ Ω or i = j = k (2.29)

These 4F (K − 1) linear constraints are called the basis constraints. Note that the
goal here is to specify K shapes that are independent to be the bases. These specified

shapes do not have to be the most independent shapes in the images, although the

more independent bases may lead to more reliable reconstruction. When a large

number of images are obtained and it is expensive to check the condition numbers of

all possible groups of K images of measurements, we can save the computational cost

by specifying K 3D shapes that are independent “enough”, i.e., by only searching

for a group of K image measurements with a small enough condition number below
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certain threshold. This threshold also provides a way to predict the reconstruction

performance. For example, if the minimum condition number of all possible K-image

groups is over the threshold, we cannot find “good enough” shape bases from the

given images and thus the reconstruction will be sensitive to noise.

2.5 A Closed-Form Solution

Due to Theorem 2.1, enforcing the rotation constraints on Qk leads to the ambiguous

solution GHkG
T . Hk consists of K

2 3×3 blocks, Hkmn, m,n=1,. . .,K. Hkmn contains

four independent entries as follows,

Hkmn =




h1 h2 h3

−h2 h1 h4

−h3 −h4 h1


 (2.30)

Lemma 1 Hkmn is a zero matrix if,

RiHkmnR
T
j = 02×2 (2.31)

where Ri and Rj are non-degenerate 2× 3 rotation matrices.

Proof. First we prove that the rank of Hkmn is at most 2. Due to the orthonormality

of rotation matrices, from Eq. (2.31), we have,

Hkmn = rTi3δik + δTjkrj3 =
(
rTi3 δTjk

)( δik

rj3

)
(2.32)

where ri3 and rj3 respectively are the cross products of the two rows of Ri and those

of Rj. δik and δjk are arbitrary 1×3 vectors. Because both matrices on the right side
of Eq. (2.32) are at most of rank 2, the rank of Hkmn is at most 2.

Next, we prove h1 = 0. Since Hkmn is 3 × 3 matrix of rank 2, its determinant,
h1(
∑4

i=1 hi
2), equals 0. Therefore h1 = 0, i.e., Hkmn is a skew-symmetric matrix.

Finally we prove h2 = h3 = h4 = 0. Denote the rows of Ri and Rj as ri1, ri2, rj1,
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and rj2, respectively. Since h1 = 0, we can rewrite Eq. (2.31) as follows,

(
ri1 · (h× rj1) ri1 · (h× rj2)
ri2 · (h× rj1) ri2 · (h× rj2)

)
= 02×2 (2.33)

where h = (−h4 h3 − h2). Eq. (2.33) means that the vector h is located in the

intersection of the four planes determined by (ri1, rj1), (ri1, rj2), (ri2, rj1), and (ri2, rj2).

Since Ri and Rj are non-degenerate rotation matrices, ri1, ri2, rj1, and rj2 do not lie in

the same plane, hence the four planes intersect at the origin, i.e., h = (−h4 h3−h2) =

01×3. Therefore, Hkmn is a zero matrix.

Using Lemma 1, we derive the following theorem,

Theorem 2.2. Enforcing both the basis constraints and the rotation constraints re-

sults in a closed-form solution of Qk, given a minimum of K2+K
2

images containing

different (non-proportional) shapes, together with another K2+K
2

images with non-

degenerate (non-planar) rotations.

Proof. According to Theorem 2.1, given a minimum of K2+K
2

images containing dif-

ferent shapes and another K2+K
2

images with non-degenerate rotations, using the

rotation constraints we achieve the ambiguous solution of Qk = GHkG
T , where G is

the desired corrective transformation matrix and Hk is the summation of an arbitrary

block-skew-symmetric matrix and an arbitrary block-scaled-identity matrix.

Due to the basis constraints, replacing Qk in Eq. (2.26∼2.29) with GHkG
T ,

M̃2k−1:2kGHkG
T M̃T

2k−1:2k = M2k−1:2kHkM
T
2k−1:2k = I2×2 (2.34)

M̃2i−1:2iGHkG
T M̃T

2j−1:2j = M2i−1:2iHkM
T
2j−1:2j = 02×2, i = 1, ...,K, j = 1, ..., F, i �= k(2.35)

From Eq. (2.4), we have,

M2i−1:2iHkM
T
2j−1:2j = ΣKm=1Σ

K
n=1cimcjnRiHkmnR

T
j , i, j = 1, ..., F (2.36)
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where Hkmn is the 3× 3 block of Hk. According to Eq. (2.25),

M2i−1:2iHkM
T
2j−1:2j = RiHkijRj

T , i, j = 1, ...,K (2.37)

Combining Eq. (2.34,2.35) and (2.37), we have,

RkHkkkRk
T = I2×2 (2.38)

RiHkijRj
T = 02×2, i, j = 1, ...,K, i �= k (2.39)

According to Eq. (2.22), the kth diagonal block of Hk, Hkkk, equals λkkkI3×3. Thus,

by Eq. (2.38), λkkk = 1 and Hkkk = I3×3. We denote K of the K2+K
2

given images

with non-degenerate rotations as the first K images in the sequence. Due to Lemma

1 and Eq. (2.39), Hkij, i, j = 1, ..., K, i �= k, are zero matrices. Since Hk is symmetric,

the other blocks in Hk, Hkij, i = k, j = 1, ..., K, j �= k, are also zero matrices. Thus,

GHkG
T = (g1 . . . gK)Hk(g1 . . . gK)T

= (0 . . . gk . . . 0)(g1 . . . gK)T

= gkg
T
k = Qk (2.40)

i.e., a closed-form solution of the desired Qk has been achieved.

According to Theorem 2.2, we compute Qk = gkg
T
k , k = 1, ..., K, by solving

the linear equations, Eq. (2.10∼2.11,2.26∼2.29), via the least square methods. We
then recover gk by decomposing Qk via SVD. The decomposition of Qk is up to

an arbitrary 3 × 3 orthonormal transformation Φk, since (gkΦk)(gkΦk)
T also equals

Qk. This ambiguity arises from the fact that g1, . . ., gK are estimated independently

under different coordinate systems. To resolve the ambiguity, we need to transform

g1, . . ., gK to be under a common reference coordinate system.
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Figure 2.2: A static cube and 3 points moving along straight lines. (a) Input image.
(b) Ground truth 3D shape and camera trajectory. (c) Reconstruction by the closed-
form solution. (d) Reconstruction by the method in [16]. (e) Reconstruction by the
method in [13] after 4000 iterations. (f) Reconstruction by the tri-linear method [96]
after 4000 iterations.



38CHAPTER 2. A LINEAR CLOSED-FORM SOLUTION TO WEAK-PERSPECTIVE RECONSTRU

Due to Eq. (2.6), M2i−1:2igk = cikRi, i = 1, . . . , F . Because the rotation matrix Ri

is orthonormal, i.e., ‖Ri‖ = 1, we have Ri = ± M2i−1:2igk

‖M2i−1:2igk‖ . The sign of Ri determines

which orientations are in front of the camera. It can be either positive or negative,

determined by the reference coordinate system. Since g1, . . ., gK are estimated inde-

pendently, they lead to respective rotation sets, each two of which are different up to

a 3 × 3 orthonormal transformation. We choose one set of the rotations to specify
the reference coordinate system. Then the signs of the other sets of rotations are

determined in such a way that these rotations are consistent with the corresponding

references. Finally the orthogonal Procrustes method [79] is applied to compute the

orthonormal transformations from the rotation sets to the reference.

Computing the transformations Φk for aligning the triple-columns gk can be also

viewed as computing a homography at infinity. For details, please refer to [44]. The

transformed g1, . . ., gK form the desired corrective transformation G. The coefficients

are then computed by Eq. (2.6), and the shape bases are recovered by Eq. (2.5).

Their combinations reconstruct the non-rigid 3D shapes. Note that when the pose

variations between images are small, i.e., the baselines between cameras are short, the

estimate of the depth is sensitive to noise, i.e., small errors in the image measurements

result in notable errors in the estimate of depth.

One could derive the similar basis and rotation constraints directly on Q = GGT ,

where G is the entire corrective transformation matrix, instead of Qk = gkg
T
k , where

gk is the kth triple-column of G. It is easy to show that enforcing these constraints

also results in a linear closed-form solution of Q. However, decomposing Q to recover

G is again up to a 3K× 3K orthonormal ambiguity transformation. Eliminating this

ambiguity alone is as hard as the original factorization problem.

2.6 Performance Evaluation

The performance of the closed-form solution was evaluated in a number of experi-

ments.

2.6.1 Comparison with Three Previous Methods

We first compared our solution with those by three previous methods [16, 13, 96] in

the simple setting described in Section 2.4.2. One of the captured images is shown
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in Fig.2.2.(a). Fig.2.2.(b) demonstrates the ground truth shape in this frame and the

ground truth camera trajectory from the beginning of the sequence to this frame.

Fig.2.2.(c) to (f) show the structures and camera trajectories reconstructed using the

closed-form solution, the method in [16], the method in [13], and the tri-linear method

[96], respectively. While the closed-form solution achieved the exact reconstruction

with zero error, all the three previous methods resulted in apparent errors, even for

such a simple noiseless setting.

Fig.2.3 demonstrates the reconstruction errors of the four methods on camera

rotations, shapes, and image measurements. Each of the errors was computed as

the percentage relative to the ground truth, ‖Reconstruction−Truth‖
‖Truth‖ . Note that because

the space of rotations is a manifold, a better error measurement for rotations is

the Riemannian distance, d(Ri, Rj) = acos(
trace(RiR

T
j )

2
). However it is measured in

degrees. For consistency, we used the relative percentage for all three reconstruction

errors.

2.6.2 Quantitative Evaluation on Synthetic Data

Our approach was then quantitatively evaluated on the synthetic data. We evalu-

ated the accuracy and robustness on three factors: deformation strength, number of

shape bases, and noise level. The deformation strength shows how close to rigid the

shape is. It is represented by the mean power ratio between each two bases, i.e.,

meani,j

(
max(‖Bi‖,‖Bj‖)
min(‖Bi‖,‖Bj‖)

)
. A larger ratio means weaker deformation, i.e., the shape is

closer to rigid. The number of shape bases represents the flexibility of the shape.

A bigger basis number means that the shape is more flexible. Assuming a Gaussian

white noise, we represent the noise strength level by the ratio between the Frobenius

norm of the noise and the measurement, i.e., ‖noise‖
‖W̃‖ . In general, when noise exists a

weaker deformation leads to better performance because some deformation mode is

more dominant and the noise relative to the dominant basis is weaker; a bigger basis

number results in poorer performance because the noise relative to each individual

basis is stronger.

Fig.2.4.(a) and (b) show the performance of our algorithm under various defor-

mation strength and noise levels on a two-bases setting. The power ratios were re-

spectively 20, 21, ..., and 28. Four levels of Gaussian white noise were imposed. Their

strength levels were 0%, 5%, 10%, and 20% respectively. We tested a number of trials

on each setting and computed the average reconstruction errors on the rotations and
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Figure 2.3: The relative errors on reconstruction of a static cube and 3 points moving
along straight lines. (a) By the closed-form solution. (b) By the method in [16]. (c)
By the method in [13] after 4000 iterations. (d) By the trilinear method [96] after
4000 iterations. The scaling of the error axis is [0%, 100%]. Note that our method
achieved zero reconstruction errors.
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Figure 2.4: (a)&(b) Reconstruction errors on rotations and shapes under different
levels of noise and deformation strength. (c)&(d) Reconstruction errors on rotations
and shapes under different levels of noise and various basis numbers. Each curve
respectively refers to a noise level. The scaling of the error axis is [0%, 20%].
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3D shapes. The errors were measured by the relative percentage, as in Section 2.6.1.

Fig.2.4.(c) and (d) show the performance of our method under different numbers of

shape bases and noise levels. The basis number was 2, 3, ... , and 10 respectively.

The bases had equal powers and thus none of them was dominant. The same noise

as in the last experiment was imposed.

In both experiments, when the noise level was 0%, the closed-form solution re-

covered the exact rotations and shapes with zero error. When there was noise, it

achieved reasonable accuracy, e.g., the maximum reconstruction error was less than

15% when the noise level was 20%. As we expected, under the same noise level the

performance was better when the power ratio was larger, and poorer when the basis

number was bigger. Note that in all the experiments the condition number of the

linear system, consisting of both basis constraints and rotation constraints, had order

of magnitude O(10) to O(102), even if the basis number was big and the deformation

was strong. It suggests that our closed-form solution is numerically stable.

2.6.3 Qualitative Evaluation on Real Video Sequences

Finally, we examined our approach qualitatively on a number of real video sequences.

One example is shown in Fig.2.5. The sequence was taken of an indoor scene by a

handhold camera. Three objects, a car, a plane, and a toy person, moved along fixed

directions and at varying speeds. The rest of the scene was static. The car and the

person moved on the floor and the plane moved along a slope. The scene structure is

composed of two bases, one for the static objects and another for the linear motions.

There were 32 feature points tracked across the 18 images used for reconstruction.

Two of the them are shown in Fig.2.5.(a) and (d).

The rank of W̃ is estimated in such a way that 99% of the energy of W̃ remains

after the factorization using the rank constraint. The number of the bases is thus

determined by K = rank(W̃ )
3

. Then the camera rotations and dynamic scene struc-

tures were reconstructed using the proposed method. With the recovered shapes,

we could view the scene appearance from any novel direction. An example is shown

in Fig.2.5.(b) and (e). The wireframes show the scene shapes and the yellow lines

show the trajectories of the moving objects from the beginning of the sequence until

the present frames. The reconstruction was consistent with our observation, e.g., the

plane moved linearly on top of the slope. Fig.2.5.(c) and (f) show the reconstruction

using the method in [13]. The recovered shapes of the boxes were distorted and the
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(a) (b) (c)

(d) (e) (f)

Figure 2.5: Reconstruction of three moving objects in the static background. (a)&(d)
Two input images with marked features. (b)&(e) Reconstruction by the closed-form
solution. The yellow lines show the recovered trajectories from the beginning of the
sequence until the present frames. (c)&(f) Reconstruction by the method in [13].
The yellow-circled area shows that the plane that should be on top of the slope was
mistakenly located underneath the slope.

plane was incorrectly located underneath the slope, as shown in the yellow circles.

Note that occlusion was not taken into account when rendering these images; thus, in

the regions that should be occluded, e.g., the area behind the slope, there appeared

the stretched texture of the occluding objects.

3D shapes of expressive human faces can be regarded as linear combinations of

a small number of shape bases that refer to various facial expressions. Thus our

approach is capable of reconstructing the deformable 3D face shapes from the 2D

image sequence. One example is shown in Fig.2.6. The sequence consisted of 236 im-

ages that contained facial expressions like eye blinking and mouth opening. 60 feature

points were tracked using an efficient 2D Active Appearance Model (2D AAM) fitting

method [4]. Fig.2.6.(a) and (d) display two of the input images with marked feature

points. After reconstructing the shapes and poses, we were able to view the 3D face

appearances in any novel poses. Two examples are shown respectively in Fig.2.6.(b)

and (e). Their corresponding 3D shape wireframes, as shown in Fig.2.6.(c) and (f),

exhibit the recovered facial deformations, such as mouth opening and eye closure.



44CHAPTER 2. A LINEAR CLOSED-FORM SOLUTION TO WEAK-PERSPECTIVE RECONSTRU

(a) (b) (c)

(d) (e) (f)

Figure 2.6: Reconstruction of shapes of human faces carrying expressions. (a)&(d)
Input images. (b)&(e) Reconstructed 3D face appearances in novel poses. (c)&(f)
Shape wireframes demonstrating the recovered facial deformations such as mouth
opening and eye closure.

Note that the feature correspondences in these experiments were noisy, especially

for those features on the sides of the face. The reconstruction performance of our

approach demonstrates its robustness to the image noise.

2.7 Degenerate Deformations

In practice, there exist deformable objects or dynamic scenes deform their shapes

with degenerate bases of rank 1 or 2. Such bases limit the shape to deform only

in a 2D plane. For instance, when a dynamic scene contains pedestrians walking

independently along straight lines, the bases referring to those rank-1 translations

are degenerate. A simple illustration of rank-3, 2, and 1 bases is shown in Fig.2.7.

Note that a rank-2 basis consists of multiple synchronous translations along different

directions in a plane. In cases where the linear translations are independent on

each other, each of them forms a respective rank-1 basis. Under such degenerate or

planar deformations, enforcing the linear basis constraints together with the rotation

constraints is in some cases insufficient to determine a closed-form solution. We show
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Figure 2.7: (Left): Three points (red) simultaneously move along fixed directions in
the 3D space. Their trajectories form a deformation basis of rank 3. (Middle): Two
points move synchronously along fixed directions within a 2D plane. Their trajectories
form a rank-2 shape basis. (Right): One point move along a fixed direction. Its
trajectory forms a rank-1 basis.

that when the shape involves rank-2 bases, enforcing the linear constraints alone

leads to an ambiguous solution space that contains invalid solutions. The degree of

freedom of the space is determined by the number of the rank-2 bases. Under such

situations, we show that a valid solution in the space must be positive semi-definite.

We then present an alternate linear optimization approach that combines the linear

metric constraints and the positive semi-definite constraint to determine the desired

solution.

When the shape bases are of either rank 3 or rank 1, e.g., all the 3D points in

the scene either are static or independently move along straight lines, the linear con-

straints are still sufficient to provide a unique solution to reconstructing the dynamic

scene structure and camera motion. Such special degenerate deformations often oc-

cur in real applications. A simple example is a dynamic scene consisting of multiple

persons walking straight along different directions independently. Here, each of the

independent motions refers to a shape basis and all of them are of rank 1. Note that

in more complicated cases, the movement of the individual points could be deter-

mined by a linear combination of more than one rank-1 basis. Most of the previous

approaches [2, 41, 107] on degenerate deformations work on the cases close to the

simple example, however they still require strong prior knowledge on either shape or

motion. The methods in [41, 107] assume that the velocity of the linear deformation

is constant. The method in [2] assumes that all the camera projection matrices are

given and the trajectories of individual 3D points are limited as either straight lines

or conics.
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2.7.1 Factorization under Degenerate Deformations

As in the non-degenerate cases, we position the world origin at the scene center and

compute the translation vector by averaging the image projections of all points. We

then subtract the translation from the measurements and obtain the registered mea-

surement matrix W̃ = MB, as in Section 2.3. Under non-degenerate deformations,

since each of the K bases is of full rank 3, the ranks of the basis matrix B and

the registered measurement matrix W̃ are both 3K. Under degenerate deformations,

suppose that out of K shape bases, K1 bases are of rank 1, K2 are of rank 2, and K3

are of rank 3, the rank of B is Kd = K1 + 2K2 + 3K3 and so is the rank of W̃ .

We perform SVD on W̃ to get its rank Kd approximation, M̃B̃, where M̃ is a

2F × Kd matrix and B̃ is a Kd × P matrix. This decomposition is, as before, only

determined up to a non-singular Kd × Kd linear transformation. The true scaled

rotation matrix M̂ and bases matrix B̂ are of the form,

M̂ = M̃G, B̂ = G−1B̃ (2.41)

where G is the Kd × Kd corrective transformation matrix. K3 triple-columns of G

refer to the non-degenerate shape bases. Since we are studying degenerate shape

deformations, not degenerate shapes, e.g., planar objects, we assume K3 > 0, i.e.,

there is at least one non-degenerate basis. Without the loss of generality, we denote

them as the first K3 triple-columns of G, g̃1 , ..., g̃K3
. The other columns, g

3K3+1
, ..., g

Kd

correspond to the degenerate bases. Let us denote them in such a way that the

former columns refer to the K2 rank-2 bases and the latter columns correspond to

the K1 rank-1 bases. Each of g̃i
, i = 1, . . . , K3, consists of three columns and each of

g
j
, j = 3K3 + 1, . . . , Kd contains only one column. We have,

M̃ g̃i =




c1iR1

...
cFiRF


 , M̃gj =




c1jR1

...
cFjRF


 rj (2.42)

where rj is a unitary 3 × 1 vector. According to Eq. (2.42), the first K3 triple-

columns of M̂ correspond to the non-degenerate bases and are the same as those of

M in Eq. (2.4). The other columns of M̂ refer to the degenerate bases and they are
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unitary projections of the corresponding triple-columns of M . The unitary vector

rj is the eigenvector of the corresponding degenerate shape basis. For example, a

degenerate basis Bj of rank 1 can be factorized as rjB̂j, where rj is the unitary 3× 1
eigenvector and B̂j is the 1× P projection vector. Then rj is absorbed into M̂ , as in

Eq. (2.42), and B̂j becomes one row in B̂.

According to Eq. (2.41, 2.42), once G is recovered, the rotations, shape bases, and

combination coefficients are all determined. Therefore, the problem is reduced to:

given the measurement matrix W , how can we determine the corrective transforma-

tion matrix G?

2.7.2 Constraints under Degenerate Deformations

As in the non-degenerate cases, to compute G, we need to enforce the basis con-

straints on uniqueness of the shape bases together with the rotation constraints on

orthonormality of the rigid rotations.

Rotation Constraints

Denote g̃
i
g̃T

i
by Qi. According to Eq. (2.42), We have,

M̃2m−1:2mQiM̃
T
2n−1:2n = Σ

K
k=1cmkcnkRmR

T
n (2.43)

where M̃2m−1:2m represents the mth two-row of M̃ . Due to the orthonormality of

the rotation matrices,

M̃2m−1:2mQiM̃
T
2m−1:2m = Σ

K
k=1c

2
mkI2×2 (2.44)

where I2×2 is a 2 × 2 identity matrix. Since Qi is symmetric, the number of

unknowns in Qi is (K
2
d+Kd)/2. For a framem, Eq. (2.44) yields two linear constraints

on Qi,
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Figure 2.8: The upper triangle of H consists of 6 partitions, which refer to 6 types of
compositions between the columns of G.

M̃2m−1QiM̃
T
2m−1 = M̃2mQiM̃

T
2m (2.45)

M̃2m−1QiM̃
T
2m = 0 (2.46)

For F frames, we have 2F linear constraints on (K2
d +Kd)/2 unknowns. As in the

non-degenerate cases, many of these constraints are redundant, and enforcing only

these constraints is inherently ambiguous.

Because the desired corrective transformation G is a non-singular square matrix,

we denote H = G−1QiG
−T and, thus, Qi = GHGT . Since Qi is symmetric, H is a

Kd × Kd symmetric matrix, of which we only need to determine the upper triangle

matrix. As shown in Fig.2.8, the upper triangle of H consists of 6 partitions, which
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correspond to the 6 types of compositions between the columns ofG when constructing

Qi. For example, a 3×3 blockHmn in Ω1 refers to the composition of g̃mHmng̃
T
n
; A 3×1

block Hml in Ω3 refers to the composition of g̃mHmlg
T
l
, where g̃m and g̃n correspond to

non-degenerate rank-3 bases and g
l
refers to a rank-1 basis. Accordingly, we represent

Ω1 as 3× 3 blocks, Ω2 as 3× 2 blocks, Ω3 as 3× 1 blocks, Ω4 as 2× 2 blocks, Ω5 as

2× 1 blocks, and Ω6 as individual elements.

Theorem 2.3. Given K2+K
2

images containing different shapes and another K2+K
2

images with non-degenerate rotations, the general solution of the rotation constraints

in Eq. (2.45,2.46) is of the form, GHGT , where G is the desired corrective transfor-

mation matrix and H satisfies,

Hmn =




λmnI3×3, (m,n) ∈ Ω1,m = n

Ymn(3×3) + λmnI3×3, (m,n) ∈ Ω1,m < n(
Ymn(2×2)

0 0

)
, (m,n) ∈ Ω2

0, (m,n) ∈ Ω4,m = n

Ymn(2×2), (m,n) ∈ Ω4,m < n

0, (m,n) ∈ Ω3
⋃
Ω5
⋃
Ω6

(2.47)

where λmn is an arbitrary scalar. Ymn is an arbitrary skew-symmetric matrix, i.e.,

Ymn = −Y T
mn. Note that the size of Hmn varies in different partitions.

This theorem is easy to prove. Since Qi = GHGT , We rewrite Eq. (2.44) as

follows,

M̂2m−1:2mHM̂T
2m−1:2m = Σ

K
k=1c

2
mkI2×2 (2.48)

Compared to the non-degenerate cases, here in the scaled rotation matrix M̂ =

M̃G, the rotations associated with the rank-2 or rank-1 degenerate bases are incom-

plete and lack one or two columns, as shown in Eq. (2.42). Correspondingly the

matrix H here in the form of Fig.2.8 is of size Kd ×Kd and that in non-degenerate

cases is of size 3K × 3K, where Kd < 3K because of the degenerate bases. Equiva-

lently, we can fill in the missing columns of the rotations in M̂ and meanwhile insert

zeros in the corresponding rows and columns of H so that M̂ and H are of the same

forms as in non-degenerate cases. Since the inserted entries in H are all zeros, it is
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easy to show that these expanded versions of M̂ and H still satisfy the rotation con-

straints in Eq. (2.45, 2.46). Since the expanded M̂ and H are in the same forms as in

non-degenerate cases, the rotation constraints here on the expanded H are the same

as the rotation constraints under non-degenerate deformations as in Eq. (2.10, 2.11).

Due to Theorem 2.1, the general solution for the expanded H is the summation of an

arbitrary block-skew-symmetric matrix and an arbitrary block-scaled-identity matrix,

given K2+K
2

images containing different shapes and another K2+K
2

images with non-

degenerate rotations. Therefore according to the definitions of block-scaled-identity

and block-skew-symmetric matrices, the matrix H satisfies Eq. (2.47).

The diagonal elements of a skew-symmetric matrix are all zeros. Thus a 2 × 2
skew-symmetric matrix includes only 1 free element and a 3 × 3 skew-symmetric
matrix includes 3 free elements. According to Eq. (2.47), it is easy to show that

the degree of freedom of the solution, by enforcing only the rotation constraints, is

2K2
3 −K3 +K3K2 +K2

2 .

Basis Constraints

As discussed in Section 2.4.4, to eliminate the ambiguity of enforcing rotation con-

straints alone, we need to introduce extra constraints that determine a unique set

of bases. In non-degenerate cases, this is done by selecting K frames including in-

dependent shapes and treating those shapes as the bases. In degenerate cases, even

if some bases are individually degenerate, the shape in any image is composed by a

linear combination of all bases and is, in general, non-degenerate. Thus, we cannot

determine the degenerate bases as we did for the non-degenerate ones. We can only

choose the group of K3 frames of which the image measurements have the smallest

condition number and treat the associated shapes as the K3 non-degenerate bases.

Note that we have not determined these non-degenerate bases, but only specified their

associated images.

Without the loss of generality, we denote the chosen frames as the first K3 images

in the sequence and the corresponding coefficients are

cmm = 1, m ≤ K3

cmn = 0, m �= n, m ≤ K3, n ≤ K
(2.49)

According to Eq. (2.43), we obtain 4F (K3− 1) linear constraints on Qi. They are
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the basis constraints:

M̃2m−1QiM̃
T
2n−1 =

{
1, (m,n) ∈ ω1

0, (m,n) ∈ ω2

(2.50)

M̃2mQiM̃
T
2n =

{
1, (m,n) ∈ ω1

0, (m,n) ∈ ω2

(2.51)

M̃2m−1QiM̃
T
2n = 0, (m,n) ∈ ω1

⋃
ω2 (2.52)

M̃2mQiM̃
T
2n−1 = 0, (m,n) ∈ ω1

⋃
ω2 (2.53)

where ω1 = {(m,n)|m = n = i} and ω2 = {(m,n)|m ≤ K3, n ≤ F, m �= i}.
Theorem 2.4. Given K2+K

2
images containing different shapes and another K2+K

2

images with non-degenerate rotations, enforcing the basis constraints together with

the rotation constraints, i.e., Eq. (2.45,2.46,2.50∼2.53), the general solution to Qi,

denoted as GHGT , satisfies,

Hmn =




I3×3, m = n = i
 Ymn(2×2)

0
0

0 0 0


 , m = i �= n, (m,n) ∈ Ω1

0, (m,n) �= i, (m,n) ∈ Ω1(
Ymn(2×2)

0 0

)
, (m,n) ∈ Ω2

0, (m,n) ∈ Ω4, m = n

Ymn(2×2), (m,n) ∈ Ω4, m < n

0, (m,n) ∈ Ω3
⋃
Ω5
⋃
Ω6

(2.54)

where Ymn’s are skew-symmetric matrices that satisfy,

Yim +ΣK3+K2
l=K3+1cmlYil = 0, m ≤ K3, m �= i

Ymn +ΣK3+K2
l=K3+1cmlYln = 0, (m,n) ∈ Ω2, m �= i

(2.55)

The theorem is proved by combining the proofs for Theorem 2.2 and Theorem 2.3.
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Since the basis constraints are derived from only K3 < K independent shapes, the

matrix H cannot be completely determined. A 2× 2 skew-symmetric matrix consists
of one free element. Thus H consists of K3− 1+K3K2+ (K

2
2 −K2)/2 free elements.

Eq. (2.55) yields K3 − 1 + K3K2 − K2 independent linear constraints. Therefore,

enforcing both the metric constraints leads to a solution space of which the degree

of freedom is ND = (K
2
2 +K2)/2. When the shape bases are either rank-3 or rank-1

(K2 = 0), the metric constraints generate a unique solution (ND = 0). Otherwise,

when there exist rank-2 bases (K2 > 0), the solution is ambiguous (ND > 0).

2.7.3 Determine the Number of the Bases

To utilize the rotation and basis constraints, we need to know the number of rank-3,

2, and 1 bases. First let us determine Kd, the rank of W̃ . We perform SVD on W̃ and

obtain the singular values. In noiseless settings, Kd equals the number of the non-zero

singular values. When noise exists, Kd is estimated as the smallest number of the

singular values whose sum is larger than some percentage (99% in our experiments)

of the sum of all the singular values.

We then decide K3, the number of non-degenerate bases. Because these bases are

of rank 3, 1 ≤ K3 ≤ Kd/3. In previous section, we show that the basis constraints

only determine the rank-3 bases, i.e., only rank-3 bases satisfy the basis constraints.

Thus, we choose K3 as the largest number from 1 to Kd/3, for which the linear

constraints (Eq. (2.45,2.46,2.50∼2.53)) are satisfied. Note that in noisy cases, these
constraints can not be exactly satisfied. We thus choose K3 as the number that best

satisfies the constraints.

We now determine K2, the number of rank-2 bases. According to Theorem 2.4,

the rank of the linear constraints is a quadratic function of K2. Because K3 is known,

we can compute the rank of Eq. (2.45,2.46,2.50∼2.53) and calculate K2 as a root of

the function. Finally K1, the number of rank-1 bases, is Kd − 2K2 − 3K3.

2.7.4 An Alternate Linear Solution under the Existence of

Rank-2 Shape Bases

Due to Theorem 2.4, when rank-2 shape bases exist (K2 > 0), imposing the metric

constraints (Eq. (2.45,2.46,2.50∼2.53)) leads to an ambiguous solution space. By
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definition Qi = g̃ig̃
T
i is positive semi-definite. According to Eq. (2.54), if any of the

skew-symmetric matrices (Ymn) in H is not zero, H is not positive semi-definite, nor

is Qi, because Qi equals GHGT . Thus, the solution space contains invalid solutions.

Ymn’s have to be zeros so that Qi is a valid solution. We thus develop an alternating

linear method that enforces this constraint to uniquely determine a valid solution in

the space.

Because the linear solution space has the degree of freedom of ND, we represent

Qi as a weighted sum of a particular solution and ND homogeneous solutions,

Qi = Λ0 +Σ
ND
m=1λmΛm (2.56)

where Λ0 is the particular solution and Λ1,...,ΛND
are the homogeneous solutions.

The scalars λm are the only unknowns to solve for. Our algorithm consists of three

steps:

1. Use the particular solution Λ0 as the initial estimate of Qi.

2. Apply SVD on Qi to compute its best possible rank 3 approximation g̃i
g̃

i

T .

3. Given g̃
i
, calculate the coefficients λm in Eq. (2.56) by the linear least-square

method. Then update Qi via Eq. (2.56).

The last two linear processes are repeated alternatively till they converge. Note

that the positive semi-definite constraint Qi = g̃
i
g̃

i

T is explicitly enforced. Once

g̃
i
, i = 1, ..., K3 are determined, according to Eq. (2.42), we reconstruct the rotations

and the associated coefficients.

So far, we have recovered the columns of G that refer to the non-degenerate bases

and the camera rotations. We now recover the other columns, g
3K3+1

, ..., g
Kd
, which

correspond to the degenerate bases. From the second equation in Eq. (2.42), we cancel

the unknown coefficients and achieve F constraints on g
j
and rj,

(M̃2m−1gjRm,2 − M̃2mgjRm,1)rj = 0, m = 1, ..., F (2.57)

where Rm,1 means the first row of the rotation matrix Rm. Due to Eq. (2.49), we

obtain another 2K3 constraints on gj
,
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M̃mgj = 0, m = 1, ..., 2K3 (2.58)

We then apply the following alternating linear approach to determine g
j
and r

j
,

1. Calculate a particular solution of Eq. (2.58) as the initial estimate of g
j
.

2. Given g
j
, calculate the rank-1 null space of Eq. (2.57) as the solution of r

j
.

3. Given r
j
, solve Eq. (2.57) and (2.58) to update g

j
.

The last two linear processes are repeated alternatively until they converge. In

these processes, we constrain G to be non-singular by forcing its columns to be in-

dependent upon each other. This prevents the algorithm from converging to some

trivial solutions, e.g., g
j
and r

j
are both zeros. Now we have completely recovered the

corrective transformation G. The associated coefficients and the shape bases are com-

puted using Eq. (2.42) and (2.41), respectively. Their composition then reconstructs

the non-rigid shapes, as in Eq. (2.1).

2.7.5 A Unique Solution when Rank-2 Shape Bases do not

Exist

A special case of degenerate deformations, i.e., all the points on the non-rigid shape

either are static or independently move along straight lines, often occurs in practice.

For example, cars drive or pedestrians walk independently along straight roads and

beside static buildings. Several approaches [2, 41, 107] have been developed specifi-

cally for such degenerate deformations. However, they require strong prior knowledge

of either shape or motion. For example, assuming that the camera projection matri-

ces and the feature correspondences are given across five or more views, [2] presents

the trajectory triangulation technique that uniquely reconstructs the 3D shape and

motion trajectories.

In such cases, the shape bases are either rank-3 or rank-1. In the above example,

the bases referring to the independent motions of cars or pedestrians are of rank 1 and

the basis corresponding to the static house is of rank 3. Because K2 = 0, according to

Theorem 2.4, enforcing the linear metric constraints (Eq. (2.45,2.46,2.50∼2.53)) leads
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to a unique solution of Qi. Using SVD, we can factorize Qi to compute g̃i
. Then the

camera rotations can be recovered using Eq. (2.42).

Under the weak-perspective projection model, given the recovered rotations, we

can construct the projection matrix up to a scalar,

Ωi =


 Ri

0
0

0 0 1 0


 (2.59)

where the translation has been eliminated by moving the origin to the center of

all points. We then apply the trajectory triangulation technique [2, 91] to uniquely

reconstruct the 3D shapes and motion trajectories. For details of the trajectory

triangulation technique, refer to [2, 91]. Note that we do not require the assumptions,

as the previous approaches did.

2.7.6 Performance Evaluation

Our approach is first quantitatively evaluated on the synthetic data. We test its

accuracy and robustness on two factors: number of degenerate bases and strength of

noise. Since the number of the unknowns involved in the alternating linear algorithm

only depends on the number of the rank-2 bases, we choose all the degenerate bases

to be of rank 2 in the experiments. Thus more degenerate bases result in a more

complex optimization process. Assuming a Gaussian white noise, we represent the

noise strength level by the ratio between the Frobenius norm of the noise and the

measurement, i.e., ‖noise‖
‖W̃‖ . In general, when noise exists, the larger the number of

degenerate bases is, the more complicated the optimization process is and thus the

worse its performance is.

Fig.2.9 shows the evaluation on a 10 bases setting. The number of degenerate

bases is respectively 1,..., or 9, shown as the horizontal axes. Four levels of Gaussian

white noise are imposed. Their strength levels are 0%, 5%, 10%, and 20% respectively.

We test a number of trials on each setting. The average reconstruction errors on the

rotations and 3D shapes relative to the ground truth are shown in Fig.2.9. In the

experiments when the noise level is 0%, regardless of how many bases are degenerate,

our method converges to the exact rotations and shapes with zero error. When there

is noise, it achieves reasonable accuracy, e.g., the maximum reconstruction error is
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Figure 2.9: The relative reconstruction errors under different levels of noise and var-
ious number of degenerate bases. Each curve refers to a respective noise level.

less than 20% when the noise level is 20% and 9 out of 10 bases are degenerate. As

we expected, under the same noise level, the performance is better when more bases

are non-degenerate.

We then examine our approach qualitatively on a real video sequence, as shown

in Fig.2.10. The sequence was taken of an indoor scene by a handhold camera. The

dynamic scene consisted of a static table and two boxes moving on top of the table.

The boxes moved independently along the straight borders on the table top and at

varying velocities. The scene structure is thus composed of three shape bases, one

representing the static table and the initial locations of the two boxes and the other

two representing the two linear motion vectors, respectively. Since the box vertices

and the table corners are not located in the same plane, the first shape basis is of rank

3. The other two bases are both of rank 1. Thus the rank of the image measurement

W̃ is 5.

Eighteen feature points, consisting of the table corners and visible vertices of the

boxes across 30 images, are given for reconstruction. Two of them are shown in

Fig.2.10.(a, b). The numbers of the three types of bases are determined as described

in Section 2.7.3. The camera rotations and dynamic scene structure are then re-

constructed by the alternating linear algorithm. To evaluate the reconstruction, we

synthesize the scene appearance viewed from one side, as shown in Fig.2.10.(c, d).

The wireframes show the structure and the yellow lines show the trajectories of the

moving boxes from the beginning of the sequence to the present frames. The recov-

ered structure is consistent with our observation, e.g., the boxes approximately move
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along the table top borders. Fig.2.10.(e, f) show the reconstructed scene viewed from

the top. Because the scene structure is composed of rank-1 and rank-3 bases, we also

tested the unique solution described in Section 2.7.4 on this setting and achieved the

similar results. Occlusion was not taken into account when rendering these images, so

in the regions that should be occluded, e.g., the areas behind the boxes, the stretched

texture of the occluding boxes appears. Our approach assumes the weak-perspective

projection model that requires the scene to be far from the camera, however, in this

experiment, the images were not taken from a long distance. Due to the perspective

effect, the recovered object shapes are somewhat distorted, e.g., the shapes of the

boxes are not precisely cuboid.
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(a) (b)

(c) (d)

(e) (f)

Figure 2.10: Reconstruction of two boxes independently moving along the borders
of a static table top. (a)&(b): Two input images with marked features. (c)&(d):
Reconstructed scene appearance viewed from one side. The wireframes show the
structure and the yellow lines show the trajectories of the boxes from the beginning
of the sequence until the present frames. (e)&(f): Reconstructed scene appearance
viewed from the top.



Chapter 3

A Two-Step Factorization

Algorithm for Uncalibrated

Perspective Reconstruction of

Deformable Shapes

3.1 Introduction

The approximation of the weak perspective camera model is not proper when the

scene is close to the camera or it is large in space. In such cases, all the weak-

perspective reconstruction methods [16, 96, 13], including ours, yield distorted shapes

due to the perspective effect. In this chapter we present an algorithm for perspective

reconstruction of deformable structures from uncalibrated images.

Perspective reconstruction of 3D structure and motion from a 2D image sequence

has been studied for decades, and great successes have been achieved for rigid objects

or static scenes [90, 104, 97, 58, 111, 64]. A critique of various approaches is presented

in [69]. One class of methods assumes calibrated or partially calibrated cameras and

directly imposes metric constraints for perspective reconstruction [90, 104, 69]. In

many applications, precise camera calibration is difficult to achieve. Such applica-

tions require simultaneous calibration of camera parameters and reconstruction of 3D

structures. Hartley [43] and Faugeras [33] have shown that directly recovering all

the structure and camera parameters leads to an extremely complicated non-linear

59
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optimization process, of which the performance greatly relies on the quality of the

initial estimate.

The stratified approaches were introduced to avoid this difficulty [43, 33, 75, 11].

This class of approaches consists of two steps. The first step recovers the projec-

tive structure and motion from the image measurements, and the second step en-

forces the metric constraints to reconstruct the Euclidean structure and calibrate the

camera parameters. A cluster of stratified methods uses the factorization technique

to uniformly utilize all the available image measurements for reliable reconstruction

[97, 87, 41, 58]. The factorization technique was originally introduced by Tomasi

and Kanade for orthographic or weak-perspective reconstruction of rigid structures

[95]. Triggs and Sturm [97, 87] presented that by scaling the image measurements

with the projective depths, full perspective reconstruction can be achieved by the

factorization technique. As the first step of their method, the projective depths were

recovered using pairwise constraints among images. To recover the projective depths

more reliably, the methods in [41, 58] utilized the subspace constraints embedded in

the entire set of measurements.

Perspective reconstruction of deformable structure has attracted much interest

recently. Successful methods have been proposed for applications where all objects

include sufficient sample points and independently rotate and translate [106, 102, 101],

or all objects move at constant velocities [107]. For deformable shapes composed by

linear combinations of a number of shape bases, the existing methods assume the

weak-perspective camera model [16, 96, 13] and yield distorted reconstruction. In

this chapter we propose a stratified algorithm to achieve perspective reconstruction

of such deformable shapes. As in the rigid cases, the first step of our method recov-

ers the projective depths. Our analysis shows that scaling the image measurements,

using the associated projective depths, leads to a scaled measurement matrix of rank

3K + 1, where K is the number of the bases. This rank constraint is then used iter-

atively to recover the projective depths. In the second step, we factorize the scaled

measurement matrix to reconstruct the 3D deformable shapes and rigid motions and

simultaneously calibrate the camera focal lengths. This factorization algorithm is an

extension of our weak-perspective reconstruction method in Chapter 2. The main

difference is that here we recover the varying camera focal lengths across the images,

while reconstructing the deformable structures and rigid motions. Since our per-

spective reconstruction method works for deformable scene structures and allows the

cameras to be unsynchronized and to freely vary the focal lengths, it provides a spe-
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cial tool for applications such as dynamic camera networks over large-scale dynamic

scenes.

3.2 Recovery of Projective Depths

Suppose the structure consists of n points and their homogeneous coordinates across

m perspective cameras are given. The jth point is projected in the ith image as follows,

Uij =
1
dij

PiXij (3.1)

where Uij = (uij, vij, 1)
T and Xij = (xij, yij, zij, 1)

T are respectively the homoge-

neous image coordinate and 3D world coordinate of the jth point in the ith image. Pi

is the 3×4 perspective projection matrix associated with the ith image. dij = Pi(3)Xij

is a non-zero scalar, where Pi(3) denotes the third row of the projection matrix Pi.

This projection representation is only determined up to an arbitrary 4× 4 projective
transformation Ω, i.e., Uij =

1
dij
(PiΩ)(Ω

−1Xij). But dij is independent of the choice

of Ω, thus this parameter is commonly called projective depth.

3.2.1 Rank of the Scaled Measurement Matrix

Scaling the image coordinates by the corresponding projective depths and stacking

them together as follows, we obtain the 3m× n scaled measurement matrix,

Ws =




d11U11 ... d1nU1n

...
...

...
dm1Um1 ... dmnUmn


 =




P1S1

...
PmSm


 (3.2)

where Si, i = 1, . . . ,m is a 4 × n matrix that denotes the homogeneous world

coordinates of the n 3D points in the ith image. The first three rows of Si refer

to the 3D structure consisting of all points and the last row is a vector of all ones.

Each column refers to a respective point. All the points in one image share a single

projection matrix Pi.

For rigid structures, all the images share a single 3D structure, i.e., S1 = . . . =
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Sm. The rank of Ws thus equals 4, the rank of the single structure [97, 87, 41, 58].

Accordingly, the projective depths can be recovered using this rank constraint [41, 58].

When the structures are deformable and vary at different images, the rank-4 constraint

in rigid cases no longer holds. Intuitively, to derive similar constraints for recovering

the projective depths, we need to analyze what is shared by the deformable shapes

across all the images.

It has been shown [10, 16] that the non-rigid objects, such as expressive human

faces, or dynamic scenes, such as cars running on a straight road, often deform their

structures as a linear combination of a set of shape bases, i.e., Si(1∼3) = Σ
K
j=1cijBj, i =

1, . . . ,m, where Si(1∼3) denotes the first three rows of Si, K is the number of bases,

Bj, j = 1, . . . , K are the K 3 × n shape bases, and cij are the corresponding combi-

nation weights. For any image number i, PiSi = ΣK
j=1cijP

(1∼3)
i Bj + P

(4)
i · 1, where

P
(1∼3)
i and P

(4)
i denote the first three and the fourth columns of Pi respectively and 1

is a n-dimensional vector of all ones. Therefore, what is shared by all the deformable

shapes is the set of shape bases. We then rewrite Eq. (3.2) as follows,

Ws =



c11P

(1∼3)
1 ... c1KP

(1∼3)
1 P

(4)
1

...
...

...
...

cm1P
(1∼3)
m ... cmKP

(1∼3)
m P

(4)
m





B1

...
BK

1


 (3.3)

We call the first matrix on the right side of Eq. (3.3) the scaled projection matrix

and the second matrix the basis matrix, denoted as M and B, respectively a 3m ×
(3K + 1) matrix and a (3K + 1)× n matrix. Under non-degenerate situations, both

M and B are of full rank, respectively min{3m, 3K + 1} and min{3K + 1, n}. Thus
their product, Ws, is of rank min{3K + 1, 3m,n}. In practice, the image number
m and point number n are usually much larger than the basis number K, such that

3m > 3K +1 and n > 3K +1. Thus, the rank of Ws is 3K +1 and the basis number

K is determined by rank(Ws)−1
3

. It is consistent with the previous conclusion for rigid

cases (K = 1) that the rank is 4.

3.2.2 Iterative Projective Reconstruction

The rank of Ws has been used as the only constraint to recover the projective depths

for rigid structures successfully [41, 58]. In deformable situations, assuming the basis
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number K is known, the constraint is nothing different except that the rank is now

3K+1 instead of 4. Thus, similar to the rigid cases, we develop an iterative projective

factorization algorithm. Its goal is to determine a set of projective depths dij that

minimize E = ‖Ws − M̂B̂‖2, where M̂ and B̂ are respectively a 3m × (3K + 1)

matrix and a (3K + 1) × n matrix. As in [41, 58], the minimization is achieved

by iteratively alternating two steps: estimating M̂ and B̂, given dij, and updating

dij, given M̂ and B̂. The main difference from the previous methods is that we

minimize E under the constraint that in alternative steps, the projective depths of

all points in any single image or of any single point in all images, have unit

norms such that minimization of E is simply an eigenvalue problem. Compared to

the previous methods, this constraint works better in avoiding trivial solutions, e.g.,

all the projective depths are set as zeros.

At initialization, we set all the projective depths dij = 1, i.e., we start with

the weak-perspective approximation for the camera projection model. The scaled

measurement matrix Ws is then computed according to Eq. (3.2). By singular value

decomposition (SVD), we obtain the rank-(3K + 1) approximation M̂B̂ of Ws that

minimizes E.

Let Φu be a 3m× (3K + 1) matrix, whose columns are orthonormal and span the

columns of M̂ , and Φv be a (3K + 1) × n matrix, whose rows are orthonormal and

span the rows of B̂. We then update the projective depths such that all columns

of the updated Ws are spanned by the columns of Φu and all rows are spanned by

the rows of Φv. Thus, for any column W
(i)
s and any row Ws(j) of Ws, we need to

minimize ‖ΦuΦT
uW

(i)
s −W

(i)
s ‖2

‖D(i)‖2 and
‖Ws(j)Φ

T
v Φv−Ws(j)‖2

‖D(j)‖2 respectively, where D(i) is an m× 1
vector denoting the projective depths of the ith point in all the m images. D(j) is a

1 × n vector referring to the projective depths of all the n points in the jth image.

We normalize the minimization by the norm of D(i) and D(j) respectively, so that the

trivial solutions such as D(i) = 0 or D(j) = 0 are avoided. SubstitutingW
(i)
s andWs(j)

by Eq. (3.2), we rewrite the two minimization objectives as follows,

min
D(i)

D(i)TΩuiD(i)

D(i)TD(i)
, min

D(j)

D(j)ΩvjDT
(j)

D(j)D
T
(j)

(3.4)

where Ωui is an m×m matrix and the entries Ωui(kl) = UT
kiA

(kl)
u Uli, k, l = 1, . . . ,m.

Au = I − ΦuΦ
T
u and is partitioned into 3 × 3 blocks A(kl)

u , where I is an identity

matrix. Ωvj is an n× n matrix and the entries Ωvj(kl) = Av(kl)U
T
jkUjl, k, l = 1, . . . , n.



64CHAPTER 3. A TWO-STEP FACTORIZATION ALGORITHM FOR UNCALIBRATED PERSPEC

Av = I − ΦT
vΦv, consisting of n× n entries, Av(kl).

Because D(i) and D(j) have common elements, it is difficult to minimize the two

objectives simultaneously, however each objective alone can be minimized by simply

solving an eigenvalue problem, where the solution is the basis for null space of Ωui or

Ωvj, i.e., the eigenvector associated with the smallest eigenvalue of Ωui or Ωvj. We

thus iteratively alternate these two minimizations to update the projective depths.

Our algorithm is summarized as follows:

1) Set dij = 1, i = 1, . . . ,m, j = 1, . . . , n;

2) ComputeWs by Eq. (3.2) and perform rank-(3K+1) factorization on it by SVD

to determine Φu;

3) Compute Au = I − ΦuΦ
T
u . For each of D

(i), i = 1, . . . , n, compute Ωui by

Ωui(kl) = UT
kiA

(kl)
u Uli, k, l = 1, . . . ,m. Update D(i) with the eigenvector of Ωui

associated with the smallest eigenvalue;

4) Compute Ws using the updated projective depths. Determine Φv by rank-

(3K + 1) factorization on Ws;

5) Compute Av = I − ΦT
vΦv. For each of D(j), j = 1, . . . ,m, compute Ωvj by

Ωvj(kl) = Av(kl)U
T
jkUjl, k, l = 1, . . . , n. Update D

T
(j) with the eigenvector of Ωvj

associated with the smallest eigenvalue;

6) Stop if the difference between the estimated projective depths and those in the

previous iteration is less than a preset small number. Otherwise go to Step 2).

It indeed avoided the trivial solutions in our extensive experiments. Note that

this algorithm assumes that the basis number, K, is known. In cases where K is

not given, we estimate it by K = rank(Ws)−1
3

, whenever Ws is updated. The columns

D(i) and rows D(j) are recovered up to scales, since projective reconstruction does not

enforce any constraint directly on the structures and motions, and scaling on D(i) or

D(j) does not alter the rank of Ws. Thus, the corresponding scaled projection matrix

and basis matrix are scaled as follows,
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M =



λ1c11P

(1∼3)
1 ... λ1c1KP

(1∼3)
1 λ1P

(4)
1

...
...

...
...

λmcm1P
(1∼3)
m ... λmcmKP

(1∼3)
m λmP

(4)
m




B =



γ1B

1
1 . . . γnB

n
1

...
...

...
γ1B

1
K . . . γnB

n
K

γ1 . . . γn


 (3.5)

where λ1, . . . , λm are the scalars for D(1), . . . , D(m) and γ1, . . . , γn are the scalars

for D(1), . . . , D(n) respectively. For simplicity, we keep the notations Ws, M , and B.

3.3 Perspective Reconstruction

Given Ws, we compute its rank-(3K + 1) approximation M̂B̂ by SVD. This de-

composition is not unique. Any non-singular (3K + 1) × (3K + 1) matrix could be

inserted between M̂ and B̂ to obtain a new eligible factorization. Thus, Ws = M̂B̂ =

M̂GG−1B̂ = MB, where the non-singular (3K + 1) × (3K + 1) matrix G is called

the corrective transformation. Once G is determined, we obtain the true scaled pro-

jection matrix M = M̂G and the true basis matrix B = G−1B̂. We then impose

metric constraints on M and B to recover the deformable shapes, rigid rotations and

translations, and intrinsic camera parameters.

The perspective projection matrix Pi ∼ Λi(Ri|Ti), where Ri is the 3× 3 orthonor-
mal rotation matrix, Ti is the 3 × 1 translation vector, and Λi is the 3 × 3 camera
matrix as follows,

Λi =




fi µi u0i

0 αifi v0i

0 0 1


 (3.6)

where fi is the focal length, αi is the aspect ratio, µi is the skew parameter, and

(u0i, v0i) is the principle point. In practice, the skews are usually assumed as zeros.

Theoretically, we can calibrate all the other parameters from Ws. However, as dis-
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cussed in [75, 11, 69] and also observed in our experiments, the principle points and

aspect ratios are insignificant for perspective reconstruction and their estimates are

highly unreliable, and generally the principle points are close to the image centers

and the aspect ratios are close to 1. As pointed out in [69], such information should

be used, and even an approximation of these parameters helps achieve better recon-

struction than treating them as free variables. Thus, we move the image origins at

the image centers and set µi = 0, αi = 1, and (u0i, v0i) = (0, 0).

Denote G as (g1, . . . , gK , gL), where gk, k = 1, . . . , K are triple columns of G and

gL is the last column. They are independent of each other because G is non-singular.

Denoting M̂i, i = 1, . . . ,m, the m triple rows of M̂ , due to Eq. (3.5), gk and gL satisfy,

M̂igk = λicik




fiRi(1)

fiRi(2)

Ri(3)


 , M̂igL = λi




fiTi(1)

fiTi(2)

Ti(3)


 (3.7)

Let us first recover gk, k = 1, . . . , K, respectively. Denoting Qk = gkg
T
k , we have,

M̂iQkM̂
T
j = αijk

(
fifjRi(1,2)R

T
j(1,2) fiRi(1,2)R

T
j(3)

fjRi(3)R
T
j(1,2) Ri(3)R

T
j(3)

)
(3.8)

where i, j = 1, . . . ,m, and αijk = λiλjcikcjk. As in the weak-perspective recon-

struction, we enforce the orthonormality constraints on the rotation matrices and

obtain,

M̂iQkM̂
T
i = λ2

i c
2
ik

(
f2
i I 0
0 1

)
(3.9)

where I denotes a 2× 2 identity matrix. Because λi, cik, and fi are all unknowns,
the 3 diagonal entries of Eq. (3.9) yield 1 linear constraint on Qk, i.e., the equivalence

of the first and second diagonal entries. Due to symmetry of Qk, the 6 off-diagonal

elements provide 3 linear constraints and the other half are redundant. Thus, for m

images, we have 4m linear constraints on Qk, due to orthonormality of rotations.
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Following the idea in Section 2.4.3, we prove that enforcing the orthonormality

constraints alone is insufficient to determine Qk. To eliminate the ambiguity, we

impose the basis constraints that uniquely specify the shape bases, as in Section 2.4.4.

Firstly we selectK images, with which the associated scaled measurement matrix, i.e.,

the corresponding 3K × n sub-matrix in Ws, has a small condition number. A small

(close to 1) condition number means these images contain independent structures,

none of which is dominant. We then regard the K included shapes as the bases. Note

that we have not recovered the explicit values of the bases, but determined in which

images they are observed. Denoting these images as the first K observations, the

corresponding combination weights are,

cii = 1, i = 1, ...,K

cij = 0, i, j = 1, ...,K, i �= j (3.10)

Combining Eq. (3.8) and (3.10), we have,

M̂iQkM̂
T
j = 0, i = 1, ...,K, i �= k, j = 1, ...,m. (3.11)

where 0 means a 3 × 3 zero matrix. It leads to 9m(K − 1) linear constraints on
Qk, including a small number of redundant ones due to symmetry of Qk. Combined

with the orthonormality constraints, we have totally (9K − 5)m linear constraints.

For weak-perspective reconstruction, the translations are estimated and eliminated

from measurements before factorization, and then enforcing the basis constraints

together with the rotation constraints leads to a linear closed-form solution. In the

perspective cases, Qk contains more unknowns because the unknown translations

are involved in the factorization step. However, the last row of B corresponding to

the translations can be regarded as a rank-1 degenerate shape basis, as in Section

2.7. Then our problem resembles the factorization problem for weak-perspective

reconstruction of shapes composed of K rank-3 and one rank-1 bases. As presented

in Section 2.7, the problem has a unique solution by enforcing the basis constraints

together with the rotation constraints. Because Eq. (3.9) and (3.11) contain not

only constraints similar to those in weak-perspective cases but also many extra ones,

totally (9K−5)m vs (4K−2)m, Qk is also determined uniquely by solving the linear

equations in Eq. (3.9) and (3.11).
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Because Qk equals gkg
T
k , by SVD we can compute its rank-3 decomposition,

UkSkU
T
k , where Uk and Sk are respectively (3K + 1) × 3 and 3 × 3 matrices. Then

gk is recovered as UkS
1
2
k . Note that gk is determined only up to an arbitrary 3 × 3

orthonormal transformation Ψk, i.e., Qk = (gkΨk)(gkΨk)
T .

Let us denote Mk
i = M̂igk. According to Eq. (3.7), we recover the focal length,

scaled weights, and rotations as follows,

fi =
|Mk

i(1)|
|Mk

i(3)|
=
|Mk

i(2)|
|Mk

i(3)|
(3.12)

λicik = ±|Mk
i(3)| (3.13)

Ri =

(
Mk

i(1,2)/(λicikfi)

Mk
i(3)/(λicik)

)
(3.14)

whereMk
i(j), j = 1, 2, 3, refer to the rows ofM

k
i . For each of gk, k = 1, . . . , K, a full

set of rotations for all images are computed and they are also determined up to the

3 × 3 orthonormal transformation Ψk. Thus, between each two of the rotation sets,

there is a 3×3 orthonormal transformation. According to Eq. (3.13), the sign of λicik
is also undetermined. To resolve these ambiguities, we specify one of the rotation

sets as the reference. The orthonormal transformations between the other sets and

the reference set are computed by Orthogonal Procrustes Analysis (OPA) [80]. They

transform g1, . . ., gK to be under a common coordinate system and eliminate the

ambiguity. The signs of λicik are determined in such a way that they are consistent

across all the rotation sets.

We now determine the last column gL of G. Let us set the origin of the world

coordinate system at the center of the scaled 3D structure Si(1∼3). Then,

S̄i(1∼3) = Σ
K
j=1λicijB̄j = 0 (3.15)

where S̄i(1∼3) and B̄j denote the center (mean) of the 3D coordinates in Si(1∼3) and

Bj. Bj is the jth scaled shape basis, i.e., jth triple rows of B in Eq. (3.5). We then

have,
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W̄si = P
(1∼3)
i ΣKj=1λicijB̄j + λiP

(4)
i Γ̄ = λiP

(4)
i Γ̄ (3.16)

where Wsi means the scaled measurements in the ith image, i.e., the ith triple rows

of Ws. Γ denotes the last row of B and Γ̄ is a constant. Since uniformly scaling B

does not violate the factorization of Ws, i.e., Ws =MB = (Γ̄M)(B/Γ̄), we set Γ̄ = 1.

Due to Eq. (3.7,3.16), we have,

M̂gL = W̄s (3.17)

where W̄s is the mean of the columns ofWs. Thus, gL is determined by gL = M̂
+
W̄s,

where M̂
+
means the pseudoinverse of M̂ . The scaled translations λiTi are computed

by Eq. (3.7). The scaled projection matrix M in Eq. (3.5) is now complete. The

scaled basis matrix B is determined byM
+
Ws. The last row of B contains the scalars

γ1, . . . , γn. We thus normalize the columns of B respectively by the last elements to

obtain the true shape bases in Eq. (3.3).

Combining the shape bases by the scaled weights, we obtain the deformable struc-

tures up to scalars, Si(1∼3) = λiΣ
K
j=1cijBj. As shown above, the translations are

recovered up to the same scalars, λiTi. This scaling ambiguity is inherent, since ac-

cording to Eq. (3.1) and (3.3), scaling the shape and translation simultaneously does

not vary the image measurements. To eliminate the scaling ambiguity, we need one

reference. Such a reference can be any segment connecting two static points. When

all points are allowed to deform, we set the first of the recovered shapes as the refer-

ence. The other shapes are then aligned with it by Extended Orthogonal Procrustes

Analysis (EOPA) [80], where only the scalars are unknowns.

Given Ws, our perspective reconstruction algorithm is summarized as follows,

1) Determine the K basis images and compute rank-(3K + 1) approximation of

Ws = M̂B̂ by SVD;

2) Determine Qk, k = 1, . . . , K, respectively by solving Eq. (3.9, 3.11) via the

linear least square method and then compute gk by SVD.

3) For each of gk, compute fi, λicik, and Ri, i = 1, . . . ,m, by Eq. (3.12, 3.13, 3.14)

and transform them to a common coordinate system by OPA;
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4) Compute gL = M̂
+
W̄s and λiTi = M̂igL that complete M ;

5) Compute B = M
+
Ws and normalize its columns respectively by their last ele-

ments;

6) Align the shapes by EOPA to eliminate the scaling ambiguity on reconstruction

of shapes and translations.

This algorithm leads to a linear closed-form solution. As in the weak-perspective

cases, it is not necessary to check all possible K images to specify the most inde-

pendent shapes as the bases. When a large number of images are obtained, we can

save the computational cost by only searching for K images with which the condi-

tion number of the associated scaled measurements is small enough below certain

threshold.

3.4 Performance Evaluation

In this section we demonstrate the performance of the proposed approach quantita-

tively on synthetic data and qualitatively on real image sequences.

3.4.1 Quantitative Evaluation on Synthetic Data

The accuracy and robustness of our method is first evaluated with respect to different

measurement noise levels and basis numbers, using synthetic data respectively in rigid

settings involving 1 shape basis and non-rigid settings involving 2, 3, ... , and 6 bases.

In each setting the 3D bases are randomly generated and normalized (‖Bi‖ = 1).
The combination weights are randomly generated in such a way that the weights for

different bases have the same order of magnitude, i.e., none of the bases is dominant.

The deformable structures are constructed and projected by cameras placed randomly

around the scene from left (-45◦) and upper (30◦) to right (45◦) and bottom (-30◦),

and at distances ranging from 1 to 3 times of the maximum inner shape depths. The

focal lengths are randomly selected between 1000 and 2000. Assuming a Gaussian

white noise, we represent the strength of the measurement noise by the ratio between

the Frobenius norm of the noise and the image measurements, i.e., ‖noise‖
‖{Uij}‖ , where
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{Uij} means the collection of all measurements. For each basis setting we examine
the approach under 4 noise levels, 0%, 5%, 10%, and 15%.

Given the measurements, we first recover the projective depths using the iterative

projective reconstruction algorithm in Section 3.2.2, and construct the scaled mea-

surement matrix Ws. The rank-(3K + 1) approximation of Ws is projected back to

the images for evaluation. The average re-projection errors relative to the ground

truth at each setting are shown in Fig.3.1. No matter how many bases are involved,

for noiseless settings (0%), the projective depths are precisely recovered. The error

increases when the noise gets stronger. Because the bases equally contributed to the

shape composition, the bigger the basis number, the more “non-rigid” the shapes and

the stronger the noise relative to each individual basis. Thus, the error also increases

when the basis number is bigger. Yet our method achieves reasonable accuracy in all

noise settings, e.g., in the worst case of 6 bases and 15% noise level, the re-projection

error is about 13%. Note that the initial step of the method assumes the weak-

perspective model and yields significant errors, since the cameras are not far from the

scene.

We then factorize Ws and reconstruct the 3D deformable shapes, rigid rotations

and translations, and focal lengths, using the perspective reconstruction algorithm

in Section 3.3. The average reconstruction errors on deformable shapes and rigid

rotations are shown in Fig.3.2. The errors on rigid rotations are measured as the

Riemannian distance in degrees, i.e., e(Rest, Rtruth) = arccos(
trace(RestRT

truth)

3
), because

the space of rotations is a manifold. The errors on shapes are computed as the relative

percentage with respect to the ground truth, i.e., e(Sest, Struth) =
‖Sest−Struth‖

‖Struth‖ .

As shown in Fig.3.2, our approach yields precise perspective reconstruction for

noiseless settings, and the reconstruction error increases when the noise gets stronger

and the basis number is bigger. In all noise settings, reasonable accuracy is achieved,

e.g., in the worst case of 6 bases and 15% noise level, the average error on shapes is

about 14% and on rotations about 7.5 degrees. Our method achieves similar accuracy

on translations and focal lengths as on shapes, when the noise is weak (0%, 5%). When

the noise is strong, these estimates in some images are unreliable, especially when not

much perspective distortion is present in these images. One possible explanation is

that the focal length and translation in depth are not shared by all images and tend

to cancel each other in perspective projection. On the other hand, these estimates

only have a small effect on the reconstruction of shapes and rotations [11, 75].



72CHAPTER 3. A TWO-STEP FACTORIZATION ALGORITHM FOR UNCALIBRATED PERSPEC

0 1 2 3 4 5 6 7
0

5

10

15

20

25

30

35

Number of bases

P
ro

je
ct

iv
e 

R
ec

o
n

st
ru

ct
io

n
 E

rr
o

rs
 (

%
)

||noise|| = 0%*||W||
||noise|| = 5%*||W||
||noise|| = 10%*||W||
||noise|| = 15%*||W||

Figure 3.1: Projective reconstruction errors versus noise and basis numbers. Bigger
basis numbers and stronger noise lead to greater errors.
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Figure 3.2: Perspective reconstruction errors on rotations and shapes versus noise
and basis numbers. Bigger basis numbers and stronger noise lead to greater errors.

3.4.2 Qualitative Evaluation on Real Image Sequences

Reconstruction of the 3D deformable structures of dynamic scenes from sequences of

2D images is important for tasks like robot navigation and visual surveillance. Such
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(1) (2) (3)

(4) (5) (6)

Figure 3.3: Perspective reconstruction of dynamic scene structures. (1)&(4) Two
input images. (2)&(5) Side view of the scene appearance recovered by our method.
(3)&(6) Top view of the reconstructed scene appearance. The red and yellow wire-
frames mean the static and moving objects respectively, and the blue lines show the
moving trajectories. The straight motions and the rectangle shape of the box top are
recovered correctly.

scenes often consist of both static objects, e.g., buildings, and objects moving straight,

e.g., vehicles running or pedestrians walking on the road. The scene structures are

linear combinations of two classes of shape bases: static points and linear trajectories

of moving points. Our approach is thus capable of perspective reconstruction of such

dynamic scene structures from the associated image sequences.

One example is shown in Fig.3.3. The scene contains three objects moving along

respective directions simultaneously, two on top of the table and one along the slope.

The rest of the scene is static. The scene structure is thus composed of two bases, one

representing the static objects and initial locations of the moving objects, and another

representing the three linear motion vectors. Eighteen images of the scene were taken

by a handhold camera. Two of them are shown in Fig.3.3.(1, 4). Thirty-two feature

points represent the scene structure and are tracked across the image sequence.

According to the deformable structures recovered by our method, we transform

the scene appearance to side and top views. The side views of the scene in Fig.3.3.(1,
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(1) (2) (3)

(4) (5) (6)

Figure 3.4: Perspective reconstruction of degenerate scene deformations. (1)&(4):
Two input images. (2)&(5): Top view of the scene appearance recovered by our
method. The yellow wireframes mean the static table. The red and pink ones refer
to the moving boxes. (3)&(6): Weak-perspective reconstruction by the method in
Section 2.7, where the perspective distortion is notable.

4) are shown in Fig.3.3.(2, 5) and the top views in Fig.3.3.(3, 6). The red wireframes

show the static objects, the yellow ones refer to the moving objects, and the blue

lines mean the moving trajectories from the beginning of the sequence till the present

frames. The reconstruction is consistent with the observation, e.g., the three objects

move straight on the table and slope respectively and the top of the biggest box is

close to a rectangle. Because the distance of the scene from the camera is large relative

to its inner depth variance, the weak-perspective reconstruction method in Section

2.5 achieves similar results, just slightly worse than the perspective reconstruction

method due to the perspective effect.

In practice, the deformation of a dynamic scene is often degenerate, i.e., involving

shape bases of rank 1 or 2. For example, when several people walk straight inde-

pendently along different directions on the 2D ground, each of the linear translations

refers to a respective rank-1 basis. Suppose K1 out of K bases are such rank-1 bases,

the scaled measurement matrix Ws satisfies a rank of 3K − 2K1 + 1. Our projective

reconstruction algorithm using only the rank constraint is thus capable of recovering
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the projective depths. Then, based on the analysis in Section 3.3 and Section 2.7,

we extend our perspective reconstruction algorithm for such degenerate deformations.

One example is shown in Fig.3.4. The scene consists of a static table and two boxes

being translated independently along respective table borders. The scene structure

is composed of 3 bases: one rank-3 basis for the static table and initial positions of

the two boxes and two rank-1 bases respectively for the linear translations. The rank

of the scaled measurements is thus 6. Thirty images were taken by an automatic

focusing camera and 18 feature points were tracked across the sequence.
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Figure 3.5: The recovered focal lengths of the moving box sequence vary across the
sequence, as expected.

Fig.3.4.(1, 2) show two of the images. Their corresponding scene appearances

reconstructed by our method are viewed from the top in Fig.3.4.(3, 4). The yellow

wireframes mean the static table, and the red and pink ones refer to the two moving

boxes respectively. The reconstruction is consistent with the truth, e.g., the boxes are

translated along respective table borders and the shapes of the table top and box tops

are close to rectangles. Fig.3.4.(5, 6) demonstrate the weak-perspective reconstruction

of the scene by the method in Section 2.7. Because the images were taken from a

relatively small distance, the perspective effect is strong and the recovered structures

are apparently distorted, e.g., the shape of table top is far from rectangular. Fig.3.5
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shows that our method is able to recover the varying focal lengths of the automatic

focusing camera. The variance is not big because the close distance between the scene

and the camera did not change much across the sequence.



Chapter 4

Registration of Deformable Shapes

4.1 Introduction

In some applications, the shapes of the deformable objects can be directly measured,

e.g., 3D human face shapes obtained by 3D laser scanners or 2D heart shapes cap-

tured by ultrasound machines. One can collect a training set of the observed shapes

and extract the statistical shape model from them [26, 10, 25]. However, many mea-

surement methods produce coordinates of the deformable shapes with respect to local

coordinate systems, e.g., 2D images of human faces or 3D ultrasound volumes of hu-

man hearts taken from different viewpoints. To extract the statistical shape model,

we need to register the observed shapes in respective local systems into a common

coordinate system.

For rigid objects, the variation of the observed shapes comes from the relative

orientations, locations, and scales between the local coordinate systems. Thus, regis-

tration of these shapes amounts to estimation of the similarity transformations, con-

sisting of rotation, translation, and scaling, between them. Generalized Procrustes

Analysis [36, 37, 51, 56, 92] is a well-known technique to provide least square solutions

for this problem.

When an object is deformable, the variations of its observed shapes arise from two

factors coupled with each other: rigid similarity transformations and non-rigid shape

deformations. The purpose of registration is thus decomposing and recovering these

two factors. Treating the shape deformations as Gaussian noise, Generalized Pro-

crustes Analysis [26, 27, 28, 32, 36] aligns each observed shape with a centroid shape,

77
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which is the mean of the already-aligned shapes, as in rigid cases. This registration

process is iterated until it converges to a stable centroid.

When the shape deformations are insignificant, i.e., the mean shape is dominant

compared with the deformations, or when they are symmetric with respect to the

mean shape, i.e., the positive and negative offsets cancel each other, they can be

regarded as Gaussian noise, and Generalized Procrustes Analysis works successfully

on registering the deformable shapes. Since the shapes deform as linear combinations

of a set of shape bases, Principal Component Analysis can be applied on the registered

shapes to compute the linear shape deformation model [26, 10].

In many applications, the shape deformations are significant and asymmetric, e.g.,

a dynamic scene consisting of static buildings and moving cars, or two eyes blinking

asynchronously. Under such situations, the shape deformations cannot be regarded as

Gaussian noise. Because Generalized Procrustes Analysis does not take into account

the non-rigid shape deformations during the registration process, such deformations

will bias the registration and the consequential linear shape model. In this thesis, we

present this problem theoretically for the first time.

Our analysis shows that the problem of registering deformable shapes is concep-

tually a generalization of the problem of reconstructing deformable shapes under the

weak-perspective camera model. Similar to the weak-perspective reconstruction in

Chapter 2, we incorporate the deformable shape model into the process of registra-

tion and develop a Direct Factorization method to decouple and recover the rigid

similarity transformations and non-rigid shape deformations from the observations.

As in Chapter 2, this method enforces both the linear constraints on orthonormal-

ity of the rigid rotations and uniqueness of the deformable shape bases. We show

that these constraints again yield a closed-form solution to simultaneously registering

the observed shapes and reconstructing the linear deformation model. The Direct

Factorization method generalizes the weak-perspective reconstruction method from

recovering 3D shapes from images (2D → 3D only) to registering shapes generally at

arbitrary dimensions (2D → 2D, 3D → 3D, . . .). Note that besides proposing the

Direct Factorization method, another main point of this chapter is to present the bias

problem of Generalized Procrustes Analysis that has been widely used for registering

deformable shapes in many applications.
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4.2 Problem Statement

We regard the shape of a non-rigid object as a linear combination of K shape bases

{Bk, k = 1, ..., K}. Each of the bases is a D × P matrix, of which the dimension is

the same as that of the shape. They direct the P points on the shape to alter the

locations in the D-dimensional object shape space. Accordingly, the coordinate of

the shape at time i is,

Si =
K
Σ
k=1

likBk (4.1)

where lik is the combination weight of the basis Bk. The object shape can be

measured from different views, in different distances, and at different scales. Thus,

there is a similarity transformation between the object shape and its measurement,

as follows,

Wi = ciRiSi + Ti · 1 (4.2)

where ci is a nonzero scalar, Ri is a D × D orthonormal matrix, and Ti is a

D × 1 vector. They respectively stand for the scaling, rotation, and translation

transformations, and together form the similarity transformation. 1 is a 1×P vector,
of which all elements are 1s. Replacing Si using Eq. (4.1) and absorbing ci into lik,

we have,

Wi =
(
li1Ri . . . liKRi Ti

)
·




B1

...
BK

1


 (4.3)

Suppose N observations of the deformable shape are measured. We stack all the

measurements into an DN × P matrix W . Each of the N D-rows in W contains an

observed shape respectively. Due to Eq. (4.3), since all the observed shapes refer to

the same set of shape bases, we have,
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W =
(
M T

)( B

1

)
(4.4)

where M is a DN ×DK scaled rotation matrix, B is a DK ×P basis matrix, and

T is a DN × 1 translation vector, as shown in the following,

M =




l11R1 . . . l1KR1

...
...

...
lN1RN . . . lNKRN




B =




B1

...
BK


, T =




T1

...
TN




(4.5)

The problem of deformable shape registration and modeling is then: how can we

decompose the measurement matrix W to simultaneously recover the rigid similarity

transformations in M and T and reconstruct the non-rigid deformation model in B?

4.3 Generalized Procrustes Analysis

Generalized Procrustes Analysis (GPA) [37, 92] has been a popular technique to pro-

vide the least square solution for registering two or more shapes [26, 27, 28]. When the

shapes are deformable, GPA treats the non-rigid shape variations as Gaussian noise

and estimates the rigid similarity transformations between the shapes by minimizing

the following objective function,

(
c̃, R̃, T̃

)
= argmin

c,R,T

N
Σ
i=1
‖ciRiSi + Ti − SC‖2 (4.6)

where SC stands for the centroid shape, which is the average of the shapes aligned

in the previous iterations. The optimization is achieved using an iterative algorithm

as follows,

1. Specify one of the observed shapes as the initial centroid shape SC .
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2. Estimate the similarity transformation between each observed shape and SC

using Orthogonal Procrustes Analysis (OPA) [79, 80].

3. Align the observed shapes using the estimated similarity transformations and

update SC with the average of the registered shapes.

The last two steps are iterated until they converge to the stabilization of the centroid

shape SC .

The registration process does not take into account the linear deformation model,

i.e., the objective function in Eq. (4.6) does not include the linear shape representation

in Eq. (4.1). Instead, all the observed shapes are registered to the centroid shape, as

in the rigid cases. The shape variations are treated as Gaussian noise and the least

square registration is achieved. A least square solution will be biased from the true

answer when the noise is not symmetric, i.e., the positive and negative differences

between the noisy data and the ground truth do not cancel each other. Thus when the

shape deformations are asymmetric with respect to the centroid shape, the similarity

transformations estimated by GPA will be biased, even under the noiseless situations.

We demonstrate the problem of Generalized Procrustes Analysis using simple 2D

examples in three noiseless settings. In these examples, the 2D shape consisted of

three rectangles, represented by the 12 corners. The middle rectangle was static. The

top one moved up and the right one moved right simultaneously along straight lines.

Fig.4.1.(1a) shows the first setting, where the two rectangles moved at the same

speed, i.e., the shapes deformed symmetrically. The blue lines refer to the initial

shape and the red ones stand for the shape deformations. Six shapes were observed

from different views. We applied GPA to estimate the transformations between the

observed shapes. As shown in Fig.4.1.(2a), the registered shapes were exactly the

same as the ground truth shapes, with zero errors.

In the second example, the speed of moving up was slightly different from that of

moving right, i.e., the deformations were slightly asymmetric, as shown in Fig.4.1.(1b).

Six observed shapes from different views were aligned by GPA. As shown in Fig.4.1.(2b),

the registered shapes were slightly different from the ground truth. The average

registration error on the shapes was 2.63%. The third setting contained strongly

asymmetric shape deformations, i.e., the two speeds were very different, as shown

in Fig.4.1.(1c). These shapes were observed as is, without any similarity transfor-

mation. Fig.4.1.(2c) demonstrates that GPA yielded notable registration errors, of
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Figure 4.1: Three settings of a static rectangle and 2 rectangles moving along straight
lines. (1a∼1c) Ground truth shapes. (2a∼2c) Registered shapes by Generalized
Procrustes Analysis.

which the average was 12.18%. The aligned shapes were rotated and they did not

move straight, while the true shapes did not rotate and the true trajectories were

straight lines. These experiments confirm that GPA achieves biased registration of

the observed shapes that contain asymmetric deformations. The stronger the asym-

metry, the greater the registration error.

4.4 Direct Factorization

To accurately align the observed shapes, the linear shape representation in Eq. (4.1)

should be incorporated into the registration process. In other words, the measure-

ments inW should be directly factorized, as in Eq. (4.4), to simultaneously reconstruct

the deformable shape bases in B and the rigid similarity transformations in M and

T .
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4.4.1 Ambiguity Transformation

We follow the work in Chapter 2 and position the world coordinate origin at the center

of the observed shape. Then the translations in T equal the average coordinates of

the shape points. Note that here the average coordinate of all points in an observation

is not the mean shape, which is the average shape (consisting of all points) of the

shapes in all observations. Subtracting the translations from the measurements, we

have that W̃ =W − T · 1 =MB.

Assuming that the shape deformations and rigid rotations are both non-degenerate,

i.e., the scaled rotation matrixM and the shape bases matrix B are both of full rank,

according to Eq. (4.5), the rank ofM ismin{DN,DK} and that of B ismin{DK,P}.
Their product, W̃ , is of rank min{DK,DN,P}. In general, the shape number N and

point number P are much larger than the basis number K, such that DN > DK and

P > DK. The rank of W̃ is thus DK and K is determined by K = rank(W̃ )
D

.

Using Singular Value Decomposition (SVD), we decompose W̃ into the product

of a DN × DK matrix M̃ and a DK × P matrix B̃. This decomposition is only

determined up to a non-singular DK × DK linear transformation. The true scaled

rotations M and bases B are of the forms,

M = M̃ ·G, B = G−1 · B̃ (4.7)

where G is the non-singular DK ×DK ambiguity transformation that determines

M and B. The problem of deformable shape registration and modeling is now reduced

to: given W̃ , how can we compute G?

4.4.2 Constraints

G consists of K D-columns, denoted as gk, k = 1, . . . , K. Each of them is a DK ×D
matrix. They are independent on each other since G is non-singular. According to

Eq. (4.5,4.7), gk satisfies,

M̃gk =




l1kR1

...
lNkRN


 (4.8)
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M̃ consists of N D-rows, denoted as M̃i, i = 1, . . . , N . Each of them is a D×DK
matrix. Let Qk denote the DK ×DK symmetric matrix gkgk

T . Then,

M̃iQkM̃
T
j = likljkRiR

T
j , i, j = 1, ...N (4.9)

To compute Qk, two types of constraints are available and should be imposed:

orthonormality of rotation matrices and uniqueness of shape bases.

Orthonormality of Rotation Matrices

The orthonormality constraint on rotation matrices has been successfully used to

infer the 3D structures and motions from 2D videos [95, 41]. From Eq. (4.9), due to

orthonormality of the rotations, we have,

M̃iQkM̃
T
i = l2ikID×D, i = 1, ..., N (4.10)

where ID×D is a D × D identity matrix. The D diagonal elements of Eq. (4.10)

are equivalent and yield D − 1 linear constraints on Qk. The off-diagonal elements

are all zeros. Because Qk is symmetric, they provide
D2−D

2
linear constraints.

For the N observed shapes, we obtain N
2
(D2 + D − 2) linear constraints. The

symmetric matrix Qk consists of
D2K2+DK

2
distinct elements. It appears that, when

N is large enough so that N ≥ D2K2+DK
D2+D−2

, Qk would be determined using the linear

orthonormality constraints in Eq. (4.10). However, most of these constraints are

dependent on the others and thus redundant. Following the work in Chapter 2, we

prove that the general solution of the orthonormality constraints is Qk = G(Ω+Λ)GT ,

where Ω is an arbitrary block-skew-symmetric matrix and Λ is an arbitrary block-

scaled-identity matrix. We follow the definitions in Chapter 2. Λ and Ω are both

symmetric. Each D × D block of Λ is a scaled identity matrix. All the diagonal

D ×D blocks of Ω are zero matrices and its off-diagonal D ×D blocks are all skew

symmetric matrices.
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Λ and Ω respectively contain K2+K
2

and (K2−K)(D2−D)
4

variables. Therefore, no

matter how many observations of the deformable shape are measured, enforcing

only the orthonormality constraints leads to an ambiguous solution space that has
(K2−K)(D2−D)+2(K2+K)

4
degrees of freedom. Moreover, this space contains invalid so-

lutions. Specifically, because the desired Qk = gkgk
T is positive semi-definite, the

solution G(Ω + Λ)GT is not valid when (Ω + Λ) is not positive semi-definite. Such

invalid solutions indeed exist in the space. For example, when Λ = 0, (Ω + Λ) equals

the block-skew-symmetric matrix Ω, which is not positive semi-definite.

Uniqueness of Shape Bases

In Chapter 2, we show that the reason the orthonormality constraint is inherently

ambiguous is that it cannot determine a unique set of shape bases. Any non-singular

linear transformation applied on the bases results in another set of eligible bases. To

eliminate the ambiguity, we follow the idea in Chapter 2 and enforce constraints that

ensure the uniqueness of shape bases.

K observed shapes form a DK × P sub-matrix of W̃ . Its condition number

measures the independence of the underlying deformable shapes. A smaller condition

number refers to stronger independence. We compute the condition numbers of each

possible set of K observed shapes and select the set with the smallest condition

number. This set contains the most independent K deformable shapes. Since any

K independent shapes in the linear deformation space can be regarded as a set of

bases, we specify these deformable shapes as the unique basis set, i.e., the selected

observations are respectively scaled and rotated shape bases. Since scaling does not

influence the independence of the shapes, we absorb the scalars into the bases and

then the selected observations are simply rotated bases. Note that so far we have not

explicitly recovered the bases, but only decided their observations.

We denote the selected observations as the first K measurements, i.e., W̃i =

RiBi, i = 1, . . . , K. The corresponding coefficients are thus,

lii = 1, i = 1, ...,K

lij = 0, i, j = 1, ...,K, i �= j (4.11)
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According to Eq. (4.9, 4.11), we have,

M̃iQkM̃
T
j =




ID×D, i = j = k

0D×D, (i, j) ∈ Φ
(4.12)

where Φ stands for {(i, j)|i = 1, ..., K; j = 1, ..., N ; i �= k}. These 4N(K−1) linear
constraints uniquely determines the shape bases.

4.4.3 A Linear Closed-Form Solution

Following the work in Chapter 2, we prove that solving both the linear equations in

Eq. (4.10) and (4.12) leads to a closed-form solution of Qk = gkg
T
k , k = 1, . . . , K.

We then recover gk by decomposing Qk via SVD. The decomposition of Qk is up to

an arbitrary D × D orthonormal transformation Ψ, since (gkΨ)(gkΨ)
T also equals

Qk. This ambiguity arises from the fact that g1, . . ., gK are estimated independently

under different coordinate systems. To resolve the ambiguity, we need to transform

g1, . . ., gK to be under a single reference coordinate system.

Due to Eq. (4.8), M̃igk = likRi, i = 1, . . . , N . Because the rotation matrix Ri

is orthonormal, i.e., ‖Ri‖ = 1, we have Ri = ± M̃igk

‖M̃igk‖ . The sign is determined by

the orientation of the reference coordinate system. We compute K sets of rotations

using g1, . . ., gK respectively. Because of the decomposition ambiguity, there is a

D × D orthonormal transformation between each two sets. We specify one of the

rotation sets as the reference. The signs of the other rotations are determined such

that they are consistent with the corresponding reference rotations. The orthonormal

transformations are computed by OPA [79] to transform the signed rotation sets to

the reference set. They also transform g1, . . ., gK to be under a common coordinate

system, i.e., the desired ambiguity transformation G is achieved. The coefficients are

then computed by Eq. (4.8), and the shape bases are recovered by Eq. (4.7). Their

combinations reconstruct the deformable shapes.

Our algorithm is summarized as follows,

1. Compute the translation T as the average of the measurements W and then

eliminate it by W̃ = W − T · 1.
2. Perform SVD to determine the rank of W̃ that dominates the energy. The basis
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number K is computed by rank(W̃ )/D.

3. Determine the K basis observations, reorder W̃ , and compute rank-DK ap-

proximation of W̃ = M̃B̃ by SVD;

4. Compute Qk, k = 1, ..., K by solving the linear equations in Eq. (4.10) and

(4.12) via the least squares algorithm.

5. Calculate gk, k = 1, ..., K via SVD, then recover the rotations by Eq. (4.8) and

transform them to a common coordinate system using OPA.

6. Recover the linear shape model by Eq. (4.7) and the coefficients by Eq. (4.8).

Their combinations reconstruct the registered shapes.

Similar to the reconstruction algorithms, it is not necessary to check all possible

K observed shapes to specify the most independent shapes as the bases. When a

large number of shape observations are obtained, we can save the computational cost

by only searching for K observed shapes with which the condition number of the

associated measurements is small enough below certain threshold. Note that when

the basis number is determined as 1, the Direct Factorization method also treats the

shapes as rigid but noisy data, and achieves the similar least square registration as

that of GPA.

4.5 Performance Evaluation

The performance of the closed-form solution was evaluated in a number of experi-

ments.

4.5.1 Accuracy on Simple Noiseless Examples

We first tested the proposed method on the simple noiseless examples described in

Section 4.3. These settings involved 2 bases, since the two rectangles simultaneously

moved along straight lines. One basis referred to the initial shape and another stood

for the linear motion vector. The Direct Factorization method automatically deter-

mined K = 2. It yielded the registered shapes identical to the ground truth with

zero errors, no matter whether the shape deformations are symmetric or asymmet-

ric, as shown in Fig.4.2. When the shape deformed asymmetrically, in contrast to
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Figure 4.2: Three settings of a static rectangle and 2 rectangles moving along straight
lines. (1a∼1c) Ground truth shapes. (2a∼2c) Registered shapes by the Direct Fac-
torization method.

the crooked trajectories of the registered points by GPA, our method recovered the

2-bases linear shape model that reconstructed the accurate linear trajectories.

4.5.2 Quantitative Evaluation

We then quantitatively evaluated the accuracy and robustness of the Direct Factor-

ization method with respect to different measurement noise levels and basis numbers.

Assuming a Gaussian white noise, we represent the noise strength by the ratio be-

tween the Frobenius norms of the noise and the measurements, ‖noise‖
‖W̃‖ . The algorithm

was tested under 5 different noise levels, 0%, 5%, 10%, 15%, and 20% respectively. On

each level, we examined the rigid settings involving 1 basis and the non-rigid settings

involving 2, ... , and 10 bases respectively in the 2D space.

For each of the settings, we tested 100 trials. At each trial, the bases were ran-

domly generated and normalized (‖Bi‖ = 1). Thus they were generally asymmetric.
Sixty-six shapes were constructed as linear combinations of the bases. The combi-

nation weights were randomly generated in such a way that the weights for different

bases had the same order of magnitude, i.e., none of the bases was dominant. These
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shapes were then randomly scaled, rotated, translated, and contaminated with noise

to generate the observations. Since the bases contributed equally to the shape compo-

sition, the bigger the basis number, the more “non-rigid” the shapes and the stronger

the noise relative to each individual basis. Thus, in general, the registration is more

sensitive to the measurement noise when more bases were involved.

The observed shapes were registered by the proposed method and GPA respec-

tively. Their average registration errors on the rigid rotations are shown in Fig.4.3.(a,

c). Because the space of rotations is a manifold, the errors were measured as the

Riemannian distance, d(Rest, Rtruth) = arccos(
trace(RestRT

truth)

2
), in degrees. The shape

bases were reconstructed using the aligned shapes that were then projected into the

recovered shape space to obtain the desired deformable shapes. The relative re-

construction errors on shapes were computed as, ‖Reconstruction−Truth‖
‖Truth‖ , as shown in

Fig.4.3.(b, d).

When the noise level was 0%, the Direct Factorization method always recovered

the exact rigid rotations and deformable shapes with zero errors. When noise was

imposed, as expected, the registration was more sensitive to the noise and the errors

were greater when the basis number was bigger. Yet our method achieved reasonable

accuracy, e.g., in the worst case of 10 bases and 20% of the noise level, the average

error on shapes was less than 18% and that on rotations was less than 7.5 degrees.

In the rigid settings, both methods treated the shapes as rigid but noisy data, and

thus performed similarly. However, GPA was outperformed in all the non-rigid trials.

Even in the noiseless cases, it yielded notable errors: 22% on shapes and 11 degrees

on rotations. The errors by GPA were also bigger when the basis number was bigger,

but the performance of GPA was little sensitive to noise because it computes the least

squares solution that is insensitive to the Gaussian white noise.

4.5.3 Qualitative Evaluation

Finally, we examined our approach qualitatively on registering and modeling the

shapes of three types of real deformable objects: human faces, myocardium, and

dynamic scenes.

Human faces are highly non-rigid objects. It has been shown in [26, 27, 28] that

the 2D images of the face shapes are linear combinations of some basis structures.

This linear statistical model is helpful for tasks such as face tracking and recognition.
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Figure 4.3: Reconstruction errors on rotations and shapes under different noise levels
and basis numbers. (a)&(b) By Direct Factorization. (c)&(d) By Generalized Pro-
crustes Analysis. Each curve refers to a noise level. The scalings of the error axis are
[0◦, 30◦] for rotations and [0%, 50%] for shapes.
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(a) (b) (c)

(d) (e) (f)

Figure 4.4: Registration and reconstruction of 2D face shapes carrying various ex-
pressions. (a∼c): Three face images and shapes. (d): Observed face shapes after
subtracting the translations. (e,f): Reconstructed 3-basis deformable shapes by Di-
rect Factorization and Generalized Procrustes Analysis respectively. Note that their
results were comparable when the deformations were similar to Gaussian noise.
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(a) (b) (c)

(d) (e) (f)

Figure 4.5: Registration and reconstruction of 2D face shapes, where the right eye
lid and brow opened up, the left ones closed down, and the rest were mostly static.
(a): Observed shapes. (d) Two underlying bases: the initial shape and the linear
motions. (b,e): Correct registration of the shapes and reconstruction of the 2-basis
model by Direct Factorization. (c,f): Improper distortion in the results of registration
and reconstruction by Generalized Procrustes Analysis.

Our approach is capable of registering the deformable face shapes and reconstructing

the linear shape model. One example is shown in Fig.4.4. The sequence consisted of

180 images that contained face rotations and facial expressions, such as blinking and

smiling. The 2D face shapes were represented by 68 feature points. Fig.4.4.(a∼c)
display three of the images. The shape points are marked with red circles.

Subtracting the translations, i.e., the average coordinates, from the shape mea-

surements, the translated shapes were then composed of the deformations and the

rotations. The feature points of all the translated shapes are shown in Fig.4.4.(d).

The number of bases was estimated as 3 so that 99% of the energy of the translated

shapes could remain after the decomposition based on the rank constraint. Then

the rigid rotations and the 3-basis linear shape model were reconstructed, using the

proposed method. The registered shapes were projected into the linear shape space

to recover the 3-basis deformable shapes, as shown in Fig.4.4.(e). According to the

shape point distributions in Fig.4.4.(d), the variations of the point coordinates were

insignificant and their distributions were similar to Gaussian. Therefore, GPA was
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(a) (b) (c)

(d) (e) (f)

Figure 4.6: Registration and reconstruction of 2D myocardium shapes. (a∼c): Three
myocardium images and shapes. (d): Observed myocardium shapes. (e,f): Recon-
structed 3-basis deformable myocardium shapes by Direct Factorization and General-
ized Procrustes Analysis respectively. Note that their results were comparable when
the deformations were nearly symmetric.

able to achieve good registration and reconstruction, as shown in Fig.4.4.(f). The

reconstructed shape deformations preserved very little rigid rotational effect and thus

were only slightly less compact than those by the proposed method. That is why

GPA worked successfully in [26, 27, 28].

Fig.4.5.(a) shows a face shape sequence where the deformations were asymmetric

and not random: the right eye lid and brow opened up and the left ones closed down

simultaneously. These shapes were observed from a fixed viewpoint, without rigid

rotations and translations. The observed shapes were thus compositions of two bases,

as shown in Fig.4.5.(d), the initial shape (red circles) and the linear motions (blue

arrows). The registered shapes by the proposed method and GPA are demonstrated

in Fig.4.5.(b) and (c) respectively, where the blue circles represent the initial shape,

the green ones refer to the last shape, and the red ones mean the shapes in between.

The reconstructed 2-basis shape model by our method and GPA are displayed in

Fig.4.5.(e) and (f). The registration and reconstruction by GPA apparently involved

rotations that did not occur in reality, while the Direct Factorization method correctly

registered the shapes and reconstructed the deformable model.
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(a) (b) (c)

(d) (e) (f)

Figure 4.7: Registration and reconstruction of 3D dynamic scene shapes. (a∼c):
Three textured scene shape observations, red lines for static shapes and blue for
moving trajectories. (d): Ground truth shapes of the dynamic scene. (e): Correct
reconstruction by Direct Factorization. (f): Improper distortion in the reconstruction
results by Generalized Procrustes Analysis.
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Human organs, such as heart and brain, usually vary their shapes dynamically or

across persons. The statistical shape models have been utilized for interpreting the im-

ages of these objects in many applications, e.g., segmenting 2D MRI brain images [82]

and tracking the myocardial wall motion in 2D ultrasound images [25, 47]. We tested

the proposed method on registering the shapes of myocardium in 2D echocardiogra-

phy images and extracting the linear shape space. The observation data consisted

of 120 myocardium images. Three of them are shown in Fig.4.6.(a∼c). Fig.4.6.(d)
displays the 120 observed myocardium shapes after subtracting the translations. Our

method determined the basis number as 3 and recovered the rotations and the 3-basis

deformable shapes, as shown in Fig.4.6.(e). The most dominant basis occupied about

90% of the total energy, i.e., the deformations were insignificant, similar to random

noise. In addition, the shapes deformed somewhat symmetrically. So GPA was able to

achieve the similar registration. As shown in Fig.4.6.(f), the reconstructed deformable

shapes were only a little less compact than those in Fig.4.6.(e). This explains why

GPA worked well in [25, 47].

3D modeling of dynamic scenes is important for tasks such as robot navigation

and visual surveillance. When a 3D scene consists of static buildings and vehicles or

pedestrians moving along straight lines, the shape is composed of linear bases: the

static part and the linear motions. One example is shown in Fig.4.7. The sequence

contained three toys moving along respective directions simultaneously, two on top of

the table and one along the slope. The rest of the scene were static. The scene shape

was composed of two bases, one for the static objects and another for the linear

motions. Eighteen shapes were observed from different view points, three of them

with mapped texture are shown in Fig.4.7.(a∼c). Red wireframes represent the static
objects, yellow ones refer to the moving objects, and blue lines stand for the moving

trajectories. Fig.4.7.(d) shows the ground truth 3D deformable shapes. Fig.4.7.(e)

demonstrates that the 2-basis dynamic scene shapes were correctly reconstructed by

the Direct Factorization method. Since the linear 3D motions were significant and

asymmetric, the corresponding shape deformations should not be treated as Gaussian

noise. Fig.4.7.(f) illustrates that the reconstruction by GPA was apparently distorted

with improper rotations, e.g., the motion trajectories were not straight lines, even for

this simple setting where only 6 out of 32 shape points moved.
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Chapter 5

Modeling and Fitting of Expressive

Human Faces

5.1 Introduction

The proposed factorization method has been applied for modeling expressive human

faces from monocular image sequences. In this thesis, we consider the generative

face models that describe the variations of the face shapes and facial appearances as

linear combinations of shape bases and appearance bases respectively. Varying the

combination weights of the bases generates faces of different shapes and appearances.

A face image is composed by the 3D face shape, the facial appearance, and the 3D face

pose with respect to the camera. By fitting the generative model to images, we recover

the face shapes, the facial appearances, and thus the face poses. The reconstructed

information has important uses for applications such as face tracking [53, 78, 35, 14],

face and facial expression recognition [54, 100, 105], and performance-driven facial

animation [8, 35, 20].

The previous methods often construct the deformable models of 3D human face

shapes using either 3D range-scanned face shapes [10, 14] or synchronized multi-

view face images [53, 63, 35]. Because the inner depth of a face is usually small

relative to the distance from the camera, our weak-perspective reconstruction method

is capable of extracting the 3D shape model from a collection of monocular image

sequences that contain different human faces carrying various expressions. Degenerate

deformations are taken into account in the reconstruction process because faces can

97
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exhibit deformation modes that are nearly planar. Note that our method does not

require synchronized multi-view images. The variations in facial appearances are

modeled by the 2D Active Appearance Model (2D AAM) [27, 60] that meanwhile

describes the 2D shape variations of face images. A 3D morphable face model is

obtained by combining the 3D shape model and the appearance model, as in [10, 14].

Fig.5.1 shows an example of reconstructing 3D deformable face shapes from 2D

monocular image sequences. The odd rows (1, 3, 5) display the face images of 5

persons carrying different facial expressions. The even rows (2, 4, 6) show the re-

constructed 3D face shapes. Each of the reconstructed shapes is rendered from two

novel viewpoints to display the 3D effect. Fig.5.2 shows the 3D morphable face model

and 2D active appearance face model extracted from the image sequences. The top

three rows show 15 images of the 5 expressive faces. The bottom two rows display

10 instances of the 3D MM constructed by our method. For each instance, from

left to right, we respectively show the appearance component, the shape component,

and their combination. The latter two are displayed from two different viewpoints

to illustrate the 3D effect. The middle two rows show 10 instances of the 2D AAM

constructed using the method in [60]. For each instance, we display the appearance

component, shape component, and their combination, from left to right.

One disadvantage of the 2D AAM is that it does not explicitly model the 3D face

motions and facial deformations as the 3D MM does. Thus, fitting a 2D model is

incapable of recovering the 3D face shapes and poses. However, since the shape model

of the 2D AAM is computed from the projections of the 3D face shapes, it implicitly

represents the 3D information. As shown in the middle row of Fig.5.2, the 2D shape

mesh (middle) and model instance (right) appear to be moving like an expressive 3D

face. We show that under the weak perspective camera model, theoretically, a 2D

AAM can represent the same 3D phenomena that the corresponding 3D MM can,

however, it requires a much larger number of parameters. These extra parameters

lead to another disadvantage of the 2D AAM: it contains “invalid” shape instances

that do not match with any of the instances in the equivalent 3D model.

There is also one advantage of the 2D AAM over the 3D MM: the fitting efficiency.

Fitting a 2D AAM requires only 2D image operations that are computationally in-

expensive. Also, an efficient 2D AAM fitting algorithm, the inverse compositional

algorithm [4], has been developed. Currently the algorithm runs at over 200 frames

per second [60]. On the contrary, directly fitting a 3D face model is computation-
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Figure 5.1: Odd rows: 2D images of expressive human faces. Even rows: Recon-
structed 3D deformable face shapes rendered from two novel viewpoints.

ally expensive because it requires 3D warping of the face appearance and the inverse

compositional algorithm does not generalize naturally to 3D shape models [6]. The

typical 3D model fitting algorithm [78] takes approximately 30 seconds per frame

(though with much denser meshes).

To improve the accuracy of 2D AAM fitting, we would like to avoid the “invalid”

shapes by constraining the 2D shapes to be projections of shape instances of the

corresponding 3D MM. To improve the efficiency of 3D MM fitting, we would like

to replace the expensive 3D image warping with the 2D image operations and be

able to use the efficient inverse compositional algorithm, as in 2D AAM fitting. We

thus combine the 2D AAM and 3D MM and propose a model that simultaneously

describes the variations of 2D and 3D face shapes and facial appearances.
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Figure 5.2: Extracting face models from monocular image sequences. Top three rows:
Input images of different faces carrying various expressions. Middle two rows: Model
instances of the 2D Active Appearance Model constructed by the method in [60].
Bottom two rows: Model instances of the 3D Morphable Model constructed by the
proposed method.
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We then develop a real-time algorithm (∼60fps) that fits the new model to images
and reconstructs the 2D and 3D face shapes, the 3D face poses, and the facial appear-

ances. The algorithm combines the benefits of the efficient 2D image operations of

fitting a 2D AAM fitting and the explicit 3D shape parameterization of fitting a 3D

MM. The objective function here is very similar to that for fitting a 2D AAM. The

only difference is that we add a soft constraint that requires the 2D face shapes to be

projections of instances of the 3D shape model. This extra constraint explicitly con-

tains the 3D shapes and poses, but does not involve any image operation. Therefore,

by optimizing the new objective function, the 3D face shapes and poses are recovered

without significant increment in computational cost.

5.2 Background

We begin with a brief review of 2D Active Appearance Models (2D AAMs) [27] and

3D Morphable Models (3D MMs) [10]. We have taken the liberty of simplifying the

presentation and changing the notation from [27] and [10] in order to highlight the

similarities and differences between the two types of models.

5.2.1 2D Active Appearance Models

The 2D shape of a 2D AAM is defined by a 2D triangulated mesh and, in particular,

the vertex locations of the mesh. Mathematically, we define the shape s of a 2D AAM

as the 2D coordinates of the n vertices that make up the mesh:

s =

(
u1 u2 . . . un

v1 v2 . . . vn

)
. (5.1)

2D AAMs allow linear shape variation. This means that the shape matrix s can

be expressed as a base shape s0 plus a linear combination of m shape matrices si:

s = s0 +
m∑
i=1

pi si (5.2)

where the coefficients pi are the shape parameters.

2D AAMs are normally extracted from training data consisting of a set of images
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with the shape mesh (usually hand) marked on them [27]. The shapes are usually

placed in different locations and at different poses in the images. Thus, extracting

the model requires registration of the marked shapes. According to the discussion in

Section 4.5.3, these face shapes can be registered by either the Direct Factorization

method proposed in Chapter 4 or Generalized Procrustes Analysis, as in [27]. Prin-

cipal Component Analysis (PCA) is then utilized on the registered shape meshes to

compute the deformable shape model. The base shape s0 is the mean shape and the

matrices si are the (reshaped) eigenvectors corresponding to them largest eigenvalues.

The appearance of the 2D AAM is defined within the base mesh s0. Let s0 also

denote the set of pixels u = (u, v)T that lie inside the base mesh s0, a convenient

abuse of terminology. The appearance of the 2D AAM is then an image A(u) defined

over the pixels u ∈ s0. 2D AAMs allow linear appearance variation. This means

that the appearance A(u) can be expressed as a base appearance A0(u) plus a linear

combination of l appearance images Ai(u):

A(u) = A0(u) +
l∑

i=1

λiAi(u) (5.3)

where the coefficients λi are the appearance parameters. As with the shape, the base

appearance A0 and appearance images Ai are usually computed by applying PCA to

the (shape normalized) face images [27].

Although Eq. (5.2) and Eq. (5.3) describe the 2D AAM shape and appearance

variation, they do not describe how to generate a 2D AAM model instance. 2D

AAMs use a simple 2D image formation model (sometimes called a normalization),

a 2D similarity transformation N(u;q), where q = (q1, . . . , q4)
T contains the rota-

tion, translation, and scale parameters [60]. Given the 2D AAM shape parameters

p = (p1, . . . , pm)
T, Eq. (5.2) is used to generate the shape of the 2D AAM s. The

shape s is then mapped into the image with the similarity transformation to give

N(s;q), another convenient abuse of terminology. Similarly, Eq. (5.3) is used to

generate the 2D AAM appearance A(u) from the 2D AAM appearance parameters

λ = (λ1, . . . , λl)
T. The 2D AAM model instance, with shape parameters p, image

formation parameters q, and appearance parameters λ, is then created by warping

the appearance A(u) from the base mesh s0 to the model shape mesh in the image

N(s;q). In particular, the pair of meshes s0 and N(s;q) define a piecewise affine

warp from s0 to N(s;q), which we denoteW(u;p;q). For each triangle in s0, there is
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a corresponding triangle in N(s;q), and each pair of triangles defines a unique affine

warp from one set of vertices to the other.

5.2.2 3D Morphable Models

The 3D shape of a 3D MM is defined by a 3D triangulated mesh and, in particular,

the vertex locations of the mesh. Mathematically, we define the shape s of a 3D MM

as the 3D coordinates of the n vertices that make up the mesh:

s =


 x1 x2 . . . xn

y1 y2 . . . yn

z1 z2 . . . zn


 . (5.4)

3D MMs allow linear shape variation. The shape matrix s can be expressed as a

base shape s0 plus a linear combination of m shape matrices si:

s = s0 +
m∑
i=1

pi si (5.5)

where the coefficients pi are the shape parameters.

3D MMs are often extracted from training data consisting of a number of 3D range

images, with the mesh vertices (hand) marked in them [10]. As in the construction

of 2D AAMs, the shapes are usually placed in different locations and at different

poses in the range images. Extracting the model requires registration of the marked

shapes. According to the discussion in Section 4.5.3, these 3D shapes can be registered

by either the Direct Factorization method proposed in Chapter 4 or Generalized

Procrustes Analysis, as in [27]. PCA is then applied to the registered 3D shape

meshes to compute the 3D shape model. The base shape s0 is the mean shape and the

matrices si are the (reshaped) eigenvectors corresponding to the largest eigenvalues.

In practice, it is often expensive to acquire 3D range images for faces of individual

users. Thus, we apply the algorithm proposed in Chapter 2 to extract the 3D shape

model from 2D images. The details will be shown in Section 5.4.

The appearance of a 3D MM is defined within a 2D triangulated mesh that has

the same topology (vertex connectivity) as the base mesh s0. Let s
∗
0 denote the set of

pixels u = (u, v)T that lie inside this 2D mesh. The appearance is then an image A(u)
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defined over u ∈ s∗0. 3D MMs also allow linear appearance variation. The appearance
A(u) can be expressed as a base appearance A0(u) plus a linear combination of l

appearance images Ai(u):

A(u) = A0(u) +
l∑

i=1

λiAi(u) (5.6)

where the coefficients λi are the appearance parameters. As with the shape, the base

appearance A0 and the appearance images Ai are usually computed by applying PCA

to the texture components of the training range images, appropriately warped onto

the 2D triangulated mesh s∗0 [10].

To generate a 3D MM model instance, we need an image formation model to

convert the 3D shape s into a 2D mesh. As in [78], we use the weak perspective model

(which is an adequate approximation, unless the face is very close to the camera)

defined by the matrix:

(
ix iy iz

jx jy jz

)
(5.7)

and the offset of the origin (ox, oy)
T. The two vectors i = (ix, iy, iz) and j = (jx, jy, jz)

are the projection axes. We require that the projection axes are of equal length and

orthogonal; i.e., we require that i · i = ixix+ iyiy + iziz = jxjx+ jyjy + jzjz = j · j and
i · j = ixjx + iyjy + izjz = 0. The result of imaging the 3D point x = (x, y, z)

T is:

u = Px =

(
ix iy iz

jx jy jz

)
x+

(
ox

oy

)
. (5.8)

Note that the projection P has 6 degrees of freedom that can be mapped onto a 3D

pose (yaw, pitch, roll), a 2D translation, and a scale. The 3D MM model instance

is then computed as follows. Given the shape parameters pi, the 3D shape s is

computed using Eq. (5.4). Each 3D vertex (xi, yi, zi)
T is then mapped to a 2D vertex

using the imaging model in Eq. (5.8). (Note that during this process the visibility of

the triangles in the mesh should be respected.) The appearance is then computed,

using Eq. (5.6), and warped onto the 2D mesh, using the piecewise affine warp that is

defined by the mapping from the 2D vertices in s∗0 to the corresponding 2D vertices,

computed by applying the image formation model (Eq. (5.8)) to the 3D shape s.
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2D AAMs and 3D MMs are similar in many ways. They both consist of a linear

shape model and a linear appearance model. In particular, Eq. (5.2) and Eq. (5.5)

are almost identical. Eq. (5.3) and Eq. (5.6) are also almost identical. The main

difference between the two types of model is that the shape component of the 2D

AAM is 2D (see Eq. (5.1)) whereas that of the 3D MM is 3D (see Eq. (5.4)). Fitting

a 3D MM to images, therefore, can recover the 3D face poses and 3D deformable face

shapes, whereas fitting a 2D AAM cannot.

5.3 Representational Power

We now study the representational power of 2D and 3D shape models. We first show

that a 2D shape model can represent anything a 3D model can. We then show that

2D models can generate many model instances that are not possible with an otherwise

equivalent 3D model.

5.3.1 Can 2D Shape Models Represent 3D?

Given a 3D shape model, is there a 2D shape model that can generate the same set

of model instances? In this section, we show that the answer to this question is yes.

The shape variation of a 2D model is described by Eq. (5.2) and N(u;q), and that

of a 3D model is described by Eq. (5.5) and Eq. (5.8). We can ignore the offset of the

origin (ox, oy)
T in the weak perspective model for the 3D model because this offset

corresponds to a translation that can be modeled by the 2D similarity transformation

N(u;q). The 2D shape variation of the 3D model is then given by:

(
ix iy iz

jx jy jz

)
·
(
s0 +

m∑
i=1

pi si

)
(5.9)

where (ix, iy, iz), (jx, jy, jz), and the 3D shape parameters pi vary over their allowed

values. The projection matrix can be expressed as the sum of 6 matrices:
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(
ix iy iz

jx jy jz

)
= ix

(
1 0 0

0 0 0

)
+

iy

(
0 1 0

0 0 0

)
+ . . .+ jz

(
0 0 0

0 0 1

)
. (5.10)

Eq. (5.9) is, therefore, a linear combination of:

(
1 0 0

0 0 0

)
· si,

(
0 1 0

0 0 0

)
· si, . . . , (5.11)

for i = 0, 1, . . . ,m, and, similarly, for the other 4 constant matrices in Eq. (5.10). The

linear shape variation of the 3D model can therefore be represented by an appropriate

set of 2D shape vectors. For example:

s1 =

(
1 0 0

0 0 0

)
· s0, s2 =

(
1 0 0

0 0 0

)
· s1, . . . (5.12)

and so on. In total, as many as m = 6 × (m + 1) 2D shape vectors may be needed

to model the same shape variation as the 3D model with only m shape vectors.

Although many more shape vectors may be needed, the main point is that 2D model

can represent any phenomena that the 3D model can. (Note that although more than

6 times as many shape vectors may be needed to model the same phenomenon, often

not that many are required in practice.)

5.3.2 Do 2D Models Generate Invalid Cases?

If it takes 6 times as many parameters to represent a certain phenomenon with a 2D

model than it does with the corresponding 3D model, the 2D model must be able to

generate a large number of model instances that are impossible to generate with the

3D model. In effect, the 2D model has too much representational power. It describes

the phenomenon in question, plus a variety of other shapes. If the parameters of the

2D model are chosen so that the orthogonality constraints on the corresponding 3D

projection axes i and j do not hold, the 2D model instance is not realizable with the

3D model. An example of this is presented in Figure 5.3.
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Figure 5.3: A scene consisting of a static cube and 3 points moving along fixed
directions. (a) The base configuration. (b) The cube viewed from a different direction
with the 3 points moved.

The scene in Figure 5.3 consists of a static cube (of which 7 vertices are visible)

and 3 moving points (marked with a diamond, a triangle, and a square.) The 3 points

can move along the three axes at the same, non-constant speed. The 3D shape of

the scene s is composed of a base shape s0 and a single 3D shape vector s1. The

base shape s0 corresponds to the static cube and the initial locations of the three

moving points. The 3D shape vector s1 corresponds to the motion of the three points

(diamond, triangle, square.)

We randomly generated 60 sets of shape parameters p1 (see Eq. (5.5)) and camera

projection matrices P (see Eq. (5.8)) and synthesized the 2D shapes of 60 3D model

instances. We then computed the 2D shape model by performing PCA on the 60 2D

shapes. The result consists of 12 shape vectors, confirming the result above that as

many as 6× (m+ 1) 2D shape vectors might be required.

The resulting 2D shape model can generate a large number of shapes that are

impossible to generate with the 3D model. One concrete example is the base shape

of the 2D model s0. In our experiment, s0 turns out to be: s0 =
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(
−0.194 −0.141 −0.093 −0.146 −0.119
0.280 0.139 0.036 0.177 −0.056
−0.167 −0.172 −0.027 0.520 0.539

0.048 0.085 −1.013 0.795 −0.491

)
. (5.13)

We now need to show that s0 is not a 3D model instance. It is possible to show

that s0 can be uniquely decomposed into: s0 = P0s0 +P1s1 =

(
0.053 0.026 0.048

−0.141 0.091 −0.106

)
s0

+

(
0.087 0.688 0.663

−0.919 0.424 −0.473

)
s1. (5.14)

It is easy to see that P0 is not a constant multiple of P1, and neither P0 nor P1 is

legitimate weak perspective matrices (i.e., composed of two equal length, orthogonal

vectors). Therefore, we have shown that the 2D model instance s0 is not a valid 3D

model instance, as expected.

5.4 Combined 2D+3D AAMs

5.4.1 2D AAMs vs 3D MMs

According to the analysis in Sections 5.2 and 5.3, 2D AAMs have two disadvantages

compared to 3D MMs. Firstly, a 2D AAM does not explicitly model the 3D face

motions and facial deformations as a 3D MM does. Thus, fitting a 2D AAM to images

cannot recover the 3D face shapes and poses. Secondly, a 2D AAM requires a much

larger number of parameters to represent the same phenomena as the corresponding

3D MM. It thus contains a lot of “invalid” shape instances that do not match with

any of the instances in the corresponding 3D model.

2D AAMs also have one advantage over the 3D MMs: the fitting efficiency. Fitting

a 2D AAM requires only 2D image operations that are computationally inexpensive.
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Also the efficient inverse compositional algorithm [4] has been developed for fitting

2D AAM to images. Currently the algorithm runs at over 200 frames per second [60].

On the contrary, directly fitting a 3D MM is computationally expensive, because it

requires 3D warping of the face appearance and the inverse compositional algorithm

does not generalize naturally to 3D shape models [6]. The typical 3D MM fitting

algorithm [78] takes approximately 30 seconds per frame (though the 3D shape model

used in [78] is much denser that the 2D shape model used in [60].)

To improve the accuracy of 2D AAM fitting, we would like to avoid the “invalid”

shapes by constraining the 2D shapes to be projections of shape instances of the

corresponding 3D MM. To improve the efficiency of 3D MM fitting, we would like

to replace the expensive 3D image warping with the 2D image operations and be

able to use the efficient inverse compositional algorithm, as in 2D AAM fitting. We

thus constrain a 2D AAM with the equivalent 3D shape modes and create what we

call a “Combined 2D+3D AAM.” We also derive a real-time fitting algorithm for the

Combined 2D+3D AAM that not only reconstructs the 2D shape and appearance of

the face, but also explicitly recovers its 3D pose and 3D shape.

5.4.2 Computing 3D Shape from an AAM

If we have a 2D AAM, a sequence of images I t(u) for t = 0, . . . , N , and have tracked

the face through the sequence with the 2D AAM, then denote the 2D AAM shape

parameters at time t by pt = (pt1, . . . , p
t
m)

T. Using Eq. (5.2) we can compute the 2D

AAM shape vector st for each time t:

st =

(
ut1 ut2 . . . utn
vt1 vt2 . . . vtn

)
. (5.15)

The 2D AAM shape vectors in all N images are stacked into the measurement

matrix W as follows,

W =




u0
1 u0

2 . . . u0
n

v0
1 v0

2 . . . v0
n

...
...

...
...

uN1 uN2 . . . uNn
vN1 vN2 . . . vNn



. (5.16)
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Since the inner depth of a human face is usually small relative to the distance

from the camera, we use the weak-perspective reconstruction algorithm in Chapter

2 to convert the tracked feature points in W into 3D linear shape modes (bases).

Note that here we take into account the degenerate deformations because some facial

deformations are nearly planar.

We illustrate the computation of the 3D shape modes from a 2D AAM in Fig-

ure 5.4. We first constructed a 2D AAM for 5 people using 20 training images of each

person. In Figures 5.4(a–c) we include the 2D AAM mean shape s0 and the first 2 (of

17) 2D AAM shape variation modes s1 and s2. Figures 5.4(d–f) illustrate the mean

2D AAM appearance λ0 and the first 2 (of 42) 2D AAM appearance variation modes

λ1 and λ2. The 2D AAM is then fit to short videos (in total 900 frames) of each of

the 5 people and the results used to compute the 3D shape modes. The mean shape

s0 and first 2 (of 15) shape modes s1 and s2 are illustrated in Figures 5.4(g–i).

5.4.3 Constraining a 2D AAM with 3D Shapes

These 3D shape modes form a 3D model of the same phenomenon that the 2D

AAM models. We now derive constraints on the 2D AAM shape parameters p =

(p1, . . . , pm) that force the 2D AAM to only move in a way that is consistent with the

3D shape modes. If we denote:

P


 x1 . . . xn

y1 . . . yn

z1 . . . zn


 =


P


 x1

y1

z1


 . . .P


 xn

yn

zn




 (5.17)

then the 2D shape variation of the 3D shape modes over all imaging conditions is:

P

(
s0 +

m∑
i=1

pi si

)
(5.18)

where P and p = (pi, . . . , pm) vary over their allowed values. (Note that P is a

function P = P(ox, oy, i, j), and so it is the parameters ox, oy, i, j that are actually

varying.)

The constraints on the 2D AAM shape parameters p that we seek to impose are

that there exist legitimate values of P and p such that the 2D projected 3D shape
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(a) 2D AAM s0 (b) 2D AAM s1 (c) 2D AAM s2

(d) 2D AAM λ0 (e) 2D AAM λ1 (f) 2D AAM λs2

(g) 3D Shape s0 (h) 3D Shape s1 (i) 3D Shape s2

Figure 5.4: An example of the computation of 3D shape modes from a 2D AAM. The
figure shows the 2D AAM shape (a–c) and appearance (d–f) variation, and the first
three 3D shape modes (g–i).
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equals the 2D shape of the 2D AAM. These constraints can be written:

min
P,p

∥∥∥∥∥N
(
s0 +

m∑
i=1

pi si;q

)
−P

(
s0 +

m∑
i=1

pi si

)∥∥∥∥∥
2

= 0 (5.19)

where ‖ · ‖2 denotes the sum of the squares of the elements of the matrix. The only

quantities in Eq. (5.19) that are not either known (m, m, si, si) or optimized (P, p)

are p, q. Eq. (5.19) is therefore a set of constraints on p, q.

5.4.4 Fitting with 3D Shape Constraints

We now briefly outline our algorithm to fit a 2D AAM while enforcing these con-

straints. In particular, we extend the real-time 2D AAM fitting algorithm [60]. The

result is a real-time algorithm that recovers the 3D shapes, 3D poses, and 2D shapes

of the face simultaneously. The goal of 2D AAM fitting [60] is to minimize:

∑
u∈s0

[
A0(u) +

l∑
i=1

λiAi(u)− I(W(u;p;q))

]2

(5.20)

simultaneously with respect to the 2D AAM shape p, appearance λ, and normal-

ization q parameters. We impose the constraints in Eq. (5.19) as soft constraints

on Eq. (5.20) with a large weight K; i.e., we re-pose AAM fitting as simultaneously

minimizing:

∑
u∈s0

[
A0(u) +

l∑
i=1

λiAi(u)− I(W(u;p;q))

]2

+

K

∥∥∥∥∥N
(
s0 +

m∑
i=1

pi si;q

)
−P

(
s0 +

m∑
i=1

pi si

)∥∥∥∥∥
2

(5.21)

with respect to p, q, λ, P, and p. In the limit K → ∞, the constraints become
hard constraints. In practice, a suitably large value for K results in the system being

solved approximately as though the constraints are hard.

The technique in [60] (proposed in [40]) to sequentially optimize for the 2D AAM

shape p, q, and appearance λ parameters can also be used on the above equation.
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We optimize:

‖A0(u)− I(W(u;p;q))‖2span(Ai)⊥ +

K

∥∥∥∥∥N
(
s0 +

m∑
i=1

pi si;q

)
−P

(
s0 +

m∑
i=1

pi si

)∥∥∥∥∥
2

(5.22)

with respect to p, q, P, and p, where ‖ · ‖2
span(Ai)⊥

denotes the square of the L2 norm

of the vector projected into orthogonal complement of the linear subspace spanned

by the vectors A1, . . . , Al. Afterwards, we solve for the appearance parameters using

the linear closed-form solution:

λi =
∑
u∈s0

Ai(u) · [I(W(u;p;q))− A0(u)] (5.23)

where the parameters p, q are the result of the previous optimization. (Note that

Eq. (5.23) assumes that the appearance vectors Ai(u) are orthonormal.) The opti-

mality criterion in Eq. (5.22) is of the form:

‖A0(u)− I(W(u;p;q))‖2span(Ai)⊥ + F (p;q;P;p). (5.24)

In [60] we showed how to minimize ‖A0(u)− I(W(u;p;q))‖2span(Ai)⊥ using the

inverse compositional algorithm; i.e., by iteratively minimizing:

‖A0(W(u; ∆p; ∆q))− I(W(u;p;q))‖2span(Ai)⊥ (5.25)

with respect to ∆p, ∆q and then updating the current estimate of the warp using

W(u;p;q)←W(u;p;q) ◦W(u; ∆p; ∆q)−1. When using the inverse compositional

algorithm, we effectively change [5] the incremental updates to the parameters from

(∆p,∆q) to J(∆p,∆q) where:

W(u; (p,q) + J(∆p,∆q)) ≈
W(u;p;q) ◦W(u; ∆p; ∆p)−1 (5.26)
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(a) Initialization (b) After 30 Iterations (c) Converged

Figure 5.5: An example of our algorithm fitting to a single image. We display the 3D
shape estimate (white) projected onto the original image and also from a couple of
other viewpoints (top right). We also display the 2D AAM shape (blue dots.)

to a first order approximation, and J is an (m + 4) × (m + 4) matrix. In general,

J depends on the warp parameters (p,q), but can easily be computed. Eq. (5.26)

means that to optimize the expression in Eq. (5.24), using the inverse compositional

algorithm, we must iteratively minimize:

G(∆p,∆q) + F ((p,q) + J(∆p,∆q);P+∆P;p+∆p) (5.27)

simultaneously with respect to ∆p, ∆q, ∆P, and ∆p, where G(∆p,∆q) is the ex-

pression in Eq. (5.25).

The reason for using the inverse compositional algorithm is that the Gauss-Newton

Hessian of the expression in Eq. (5.25) is a constant, and so can be pre-computed

[60]. It is easy to show (see [5] for the details) that the Gauss-Newton Hessian of

the expression in Eq. (5.27) is the sum of the Hessian for G and the Hessian for F .

(This relies on the two terms each being a sum of squares.) Similarly, the Gauss-

Newton steepest-descent parameter updates for the entire expression are the sum of

the updates for the two terms separately. An efficient optimization algorithm can

therefore be built based on the inverse compositional algorithm.

The Hessian for G is pre-computed as in [60]. The Hessian for F is computed

in the online phase and added to the Hessian for G. Since nothing in F depends

on the images, the Hessian for F can be computed very efficiently. The steepest-

descent parameter updates for G are also computed exactly as in [60] and added to

the steepest-descent parameter updates for F . The final Gauss-Newton parameter

updates can then be computed by inverting the combined Hessian and multiplying
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(a) (b)

(c) (d)

Figure 5.6: The results of using our algorithm to track a face in a 180 frame video
sequence by fitting the model to each frame.
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(a) (b)

(c) (d)

Figure 5.7: 2D+3D AAM model reconstruction. (a) shows the input image, (b) shows
the tracked result, (c) the 2D+3D AAM model reconstruction and (d) shows two new
view reconstructions.

by the combined steepest-descent parameter updates. The warp parameters p,q are

then updatedW(u;p;q)←W(u;p;q) ◦W(u; ∆p; ∆q)−1 and the other parameters

additively P← P+∆P and p← p+∆p. One minor detail is the fact that G and F

have different parameter sets to be optimized, (∆p,∆q) and (∆p; ∆q; ∆P; ∆p). The

easiest way to deal with this is to think of G as a function of (∆p; ∆q; ∆P; ∆p). All

terms, in both the Hessian and the steepest-descent parameter updates that relate to

either ∆P or ∆p, are set to zero.



5.4. COMBINED 2D+3D AAMS 117

Experimental Results

In Figure 5.5, we include an example where the new model is being fit to a single

image. Figure 5.5(a) displays the initial configuration, Figure 5.5(b), the results after

30 iterations, and Figure 5.5(c), the results after the algorithm has converged. In

each case, we display the input image with the current estimate of the 3D shape

mesh overlayed in white. (The 3D shape is projected onto the image with the current

camera matrix.) In the top right, we also include renderings of the 3D shape from

two different viewpoints. In the top left we display estimates of the 3D pose extracted

from the current estimate of the weak perspective camera matrix P. We also display

the current estimate of the 2D AAM shape projected onto the input image as blue

dots. Note that as the 2D AAM is fit, we simultaneously estimate the 3D shape

(white mesh), the 2D shape (blue dots), and the camera matrix/3D pose (top left).

In the example in Figure 5.5, we start the 2D AAM relatively far from the correct

solution and so a relatively large number of iterations are required. Averaged across all

frames in a typical sequence, only 6 iterations per image were required for convergence.

Fig.1.8 shows the performance of our algorithm tracking an expressive face in a 180

frame video successively. The results in 4 frames are displayed here. Note that as the

model is fit to the images, we simultaneously estimate the 3D shape (white mesh),

the 2D shape (blue dots), and the 3D pose (top left).

A useful feature of the “2D+3D AAM” is the ability to render the 3D model from

novel viewpoints. Figure 5.7 shows an example image and the 2D+3D AAM fitting

result in the top row. The bottom left shows the 3D shape and appearance recon-

struction from the model parameters. The bottom right shows model reconstructions

from two new viewpoints. Note the sides of the face appear flat. The current mesh

used to model the face does not include any points on the cheeks (there are no reliable

landmarks for hand placement), so there is no detailed depth information there.

Finally, we quantitatively compare the performance of 2D+3D AAM fitting with

that of 2D AAM fitting. Let us first compare the fitting efficiency. The 2D AAM

fitting algorithm [60] operates at about 230 frames per second in C, on a 3GHz Dual

Pentium 4. The 2D+3D AAM fitting algorithm runs at 4 times slower, around 60

frames per second. Note that the time per iteration for the 2D algorithm is approxi-

mately 20% less than that for the 2D+3D algorithm, but it requires more iterations to

reach the same level of convergence. We then compare the accuracy and convergence

rate. Figure 5.8.(a) shows the percentage of convergence under various strength of
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Figure 5.8: Comparison between 2D+3D AAM fitting (red) and 2D AAM Fitting
(green). (a) shows the percentage of convergence under various strength of perturba-
tions. (b) shows the number of iterations needed for convergence and the fitting error
at convergence, under two different initial perturbation errors.

perturbations. Figure 5.8.(b) shows the number of iterations needed for convergence

and the fitting error at convergence, under two different initial perturbation (RMS)

errors. As expected, since the 2D+3D AAM representation is more accurate and

complete, the 2D+3D AAM fitting always achieves higher percentage of convergence,

obtains smaller fitting error, and requires fewer iterations. For example, when the

initial perturbation has an RMS error of 12, the 2D+3D AAM fitting needs only

about 10 iterations to converge while the 2D AAM fitting needs 14 iterations. Also,

the fitting error at convergence using the 2D+3D AAM is always lower than that

using the 2D AAM.



Chapter 6

Conclusion and Future Work

6.1 Conclusion

Biological or biomedical objects, such as expressive human faces and growing brain

tumors, and dynamic scenes, such as cars running or people walking on straight roads

beside static buildings, generally vary the shapes as linear combinations of a num-

ber of shape bases. Reconstruction, registration, and modeling are three important

problems for such deformable shapes. The essence of these problems is factorizing

the shape measurements to compute the rigid motions (registration), the shape bases

(modeling), the combination coefficients, and the deformable shapes (reconstruction).

This thesis develops novel factorization algorithms respectively resolving the three

problems.

We develop a linear closed-form solution for reconstruction of 3D deformable

shapes from 2D images, assuming the weak-perspective camera model and non-

degenerate (full rank) deformations. In particular, we quantitatively present that

enforcing the linear constraints on the orthonormality of the rotations (rotation con-

straints) alone is inherently insufficient and yields ambiguous and invalid solutions to

factorization of the shape measurements. We point out the ambiguity stems from the

non-uniqueness of the shape bases, and thus introduce the linear constraints (basis

constraints) that resolves the ambiguity by implicitly specifying a unique set of bases.

The thesis proves that, enforcing the linear basis constraints together with the linear

rotation constraints results in a closed-form solution to reconstructing the non-rigid

shapes and the underlying deformable model consisting of the shape bases.

119
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Degenerate or planar deformations often exist in non-rigid structures like dynamic

scenes or expressive human faces. Such deformations are controlled by rank-2 or rank-

1 shape bases. The thesis demonstrates that, when all the degenerate bases are of

rank 1, enforcing the linear basis and rotation constraints still achieves a closed-

form solution to reconstructing the 3D shapes and motions. When rank-2 bases

are involved, we quantitatively show that, the basis and rotation constraints are

insufficient to determine a unique solution. We then develop an alternating linear

optimization method to solve the reconstruction problem.

For reconstruction of 3D deformable shapes from uncalibrated images under the

full perspective camera model, we develop a 2-step factorization algorithm. In the

first step, we recover the projective depths using the sub-space constraints embedded

in the measurements of the deformable shapes. In the second step, we scale the

image measurements by the reconstructed projective depths. We then extend our

weak-perspective reconstruction algorithm to factorize the scaled measurements and

simultaneously reconstruct the rigid motions, the deformable shapes, the underlying

shape bases, and the varying camera parameters such as focal lengths.

Generalized Procrustes Analysis has been widely used for registering deformable

shapes measured in respective local systems into a common coordinate system. The

thesis shows that, since Generalized Procrustes Analysis treats the deformations as

Gaussian noise and does not take into account the shape deformations during the

registration process, it yields biased registrations when the deformations are signifi-

cant and asymmetric. We then develop a direct factorization method similar to our

weak-perspective reconstruction method. It again enforces the basis and rotation

constraints and yields a linear closed-form solution to simultaneously registering the

deformable shapes and reconstructing the underlying shape model.

The proposed weak-perspective reconstruction algorithm has been applied to ex-

tract the 3D morphable model of expressive human faces from monocular image se-

quences. Combining the 3D model with the 2D Active Appearance Model, we present

a generative model that describes the variations of both 2D and 3D face shapes and

facial appearances. The new model combines the benefits of both 2D Active Appear-

ance Models and 3D models: the efficient 2D image operations for model fitting and

the explicit 3D parameterization including 3D shapes and 3D poses. The 3D param-

eterization also avoids the many “invalid” shape instances in the 2D model that do

not match with any of the instances in the corresponding 3D model. We then develop
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a real-time algorithm (∼60fps) that recovers the 2D and 3D deformable shapes, the
3D poses, and the appearances of expressive human faces by fitting the new model to

images.

6.2 Future Work

Currently the basis constraints and rotation constraints are enforced equivalently.

However, the basis constraints are derived using the first K shape measurements and

the rotation constraints stem from the measurements in all images. When noise ex-

ists, they may have different stabilities and thus different importance to the solution.

Within either of the two groups of metric constraints, the importance of individual

constraints may also vary because of noise or outliers such as missing data associated

with the measurements. We are now exploring how to weigh the constraints properly

to improve the accuracy and robustness of the proposed factorization algorithms. An-

other benefit of having different weights for the constraints is that we can accordingly

sample the constraints to improve the efficiency of the algorithms.

The first step of our factorization algorithms is to factorize the measurements W̃

and compute its best rank-3K approximation of M̃B̃ using Singular Value Decom-

position (SVD). The columns of M̃ represent the eigenvectors of W̃ that respectively

correspond to the shape bases. Because the basis and rotation constraints such as

Eq. (2.10∼2.11) and Eq. (2.26∼2.29) are all determined by M̃ , the accuracy of M̃ is

crucial to the performance of the algorithms. For noiseless data, M̃ exactly represents

the rank-3K sub-space of the measurements and does not introduce any errors. How-

ever in practice, the eigenvectors of W̃ are often altered due to noise. The smaller the

associated eigenvalues, the more affected the eigenvectors. When the noise is strong

relative to the eigenvectors associated with small eigenvalues, it results in significant

errors in the corresponding columns of M̃ . For the present algorithms that fix M̃

once computed, the performance will be deteriorated by the errors in M̃ . We are

now exploring ideas of dealing with this problem. A straightforward idea is to trun-

cate M̃ to discard the eigenvectors associated with small eigenvalues. However the

discarded eigenvectors may correspond to some subtle deformation dimensions that

are important for understanding the deformable shapes. Another idea is to refine the

deformable shape and motion reconstructed by the proposed linear algorithms, using

the non-linear optimization methods such as bundle adjustment [19, 86]. The refine-
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ment skips the first factorization step and directly minimizes the projection errors in

the image measurements. It implicitly allows updating M̃ during the optimization

process. The third idea is to “amplify” the subtle deformation modes by assigning

large weights to the measurements of the shape points involved in these deformations.

The “amplified” measurements are then factorized by SVD to obtain M̃ that preserve

the subtle shape deformations.

The structures involving rotational deformations such as articulated human bodies

and the structures composed by linear combinations of shape bases have two major

differences. First, the former type of shapes consist of multiple rigid parts that either

are independent or have very small overlaps (articulated), while the latter shapes

share a common set of deformation styles. Second, for the former type of structures,

the rigid rotation transformations vary across different parts, while for the latter one,

the entire shape shares the same rigid rotation. However, their image projections

are in the similar forms, as shown in [29, 110]. We are now working on extension of

the proposed algorithms to reconstructing, registering, and modeling non-rigid shapes

involving rotational deformations.

In our method for modeling and fitting of expressive human faces, the face model

is extracted from a database of face images. The model is then used to track the 3D

motions and shape deformations of faces of specific users. When the user’s faces are

not sampled in the database, this strategy may have two problems. First, the specific

faces may not be exactly represented by the model extracted from the database. On

the other hand, the model may be over-complete for the specific faces. To improve

the tracking performance in such cases, we are working on how to adapt a pre-learned

face model to specifically describing a user’s face.

In practice the problems of missing data or outliers due to occlusion or noise often

occur. To resolve such problems, we are developing methods that incorporate the

data uncertainties into the factorization process as in [45, 25]. We are also extending

the model fitting algorithm so that it can cope with the problem of self-occlusion

using the 3D shape model. To improve the robustness, we will extend the algorithms

such that the prior knowledge, such as symmetry of the shapes or constant camera

parameters across certain images, would be exploited.

In the future we are also interested in the following applications,
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6.2.1 Human Identification Using Biometrics

Reliable identification of humans is an important topic in a number of law enforcement

(e.g., locating missing children), government (e.g., border control), and commercial

(e.g., web or building access) applications. With increased emphasis on security, there

is a growing and urgent need to identify humans both locally and remotely on a rou-

tine basis. Commonly used techniques such as passwords and physical cards fail to

provide authentication at the transaction level. Biometrics such as facial actions (ex-

pressions) and body motions (gaits) provide strong cues for identifying people nearby

and at a distance. However, directly using the 2D image information (appearance

and shape) creates an unnecessarily large search space and introduces ambiguities

for verifying a claimed identity, as we point out in Section 5.3. On the contrary, the

pose-free deformable shapes and the associated poses reconstructed by the our meth-

ods comprise “natural” biometrics for recognizing facial expressions and gaits. We

can also stabilize the pose-free appearances and use them as part of the biometrics,

especially for faces. Human identification can then be achieved based on individual

styles of the facial expressions and gaits.

6.2.2 Dynamic Camera Networks

As the quality of cameras continues to improve and the cost keeps falling, there

is a growing feasibility for smart networks that integrates the separate streams of

information from a collection of distributed cameras into a cohesive understanding

of the environments. Such camera networks have a number of applications such as

wide-area surveillance and 3D environmental modeling. The existing methods of-

ten assume that the cameras are stationary, calibrated, and synchronized. However,

many applications require dynamic camera networks, e.g., wide-area surveillance us-

ing portable vision sensors carried by collaborated soldiers or emergency personnel,

and 3D environmental reconstruction using cell phone cameras held by groups of

tourists. Under such situations, the cameras may freely move, appear, and disappear,

and the intrinsic camera parameters such as focal length may change frequently. This

makes it impossible to calibrate the cameras in advance and synchronize the cap-

turing processes. Instead the task consists of simultaneous recovery of the varying

camera parameters and the dynamic scene structures. By treating the network of

cameras as a single camera with changing parameters, our perspective reconstruction
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algorithm is capable of accomplishing this task. Using the reconstructed scene shapes

and underlying deformable model, we will also study how to predict and track future

scene deformations, detect abnormal events in the scene, and synthesize novel views

of the scene.

6.2.3 Biomedical Image Analysis

The registration method proposed in Chapter 4 is capable of registering and modeling

the shapes of biomedical objects in different types of biomedical images, such as living

cells in microscopic images or myocardial wall in ultrasound images. Due to the heavy

noise that usually exists in biomedical images, the deformable shape model plays an

important role in applications such as segmentation and quantification of living cells

or brain tumors and tracking of myocardial wall deformations. These applications

further have important uses in biomedical investigations and clinical activities. For

example, to identify functional antibodies, we can investigate the performance of an-

tibody candidates in inhibiting the proliferation of cancer cells and their side effects

in endangering healthy cells, by quantifying the infected living cells across a period

of images. We are also interested in learning the underlying deformation styles re-

spectively for healthy hearts and hearts with different diseases. We will exploit such

information to detect abnormal heart deformations for automatic diagnosis of the

malfunctions of human hearts.

6.2.4 Human Computer Interaction

Human computer interaction has been studied for decades. Many successful tools

have been developed for this purpose, from DOS commands to mouse and joysticks.

Recently natural and intuitive user interfaces, based on body language such as facial

actions, gestures, or gaits, have attracted notable interests because they greatly reduce

the operating complexities of the conventional tools such as joysticks or mouses. For

example, the natural hand gestures have been used as control signals for a 3D mouse

in [17]. Such user interfaces usually require online recovery of the body language

from images. Thus our real-time algorithm for 2D+3D AAM fitting can be used to

develop such a user interface that uses the recovered facial actions as control signals

for intuitively animating expressive faces of digital characters. We are also interested

in extending our modeling and fitting algorithms to develop user interfaces based
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on gaits and gestures. Another interesting application is to develop multi-modal user

interfaces that combine our algorithms with other techniques in vision, speech, and/or

other areas.
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